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Executive Summary
This deliverable presents the work carried out under work package 4, under tasks 4.4. It also
builds upon the earlier work carried out in combination with other tasks within work package 4 as
well as with other work packages. It provides general support for the demonstrator developed in
task 4.5.
The outcome of the efforts in task 4.4. comprises
‐ Communication scheduling for control purposes. Additional theoretical advances on
scheduling control systems where the communication follows TDMA based protocols and
the realization of a tool for providing ease of design of WirelessHART systems.
‐ A new methodology for compensating for communication losses in networked control
systems has been developed. The proposed Predictive Outage Compensator (POC) has been
shown to give significantly improved performance compared to previously used
compensation schemes.
‐ Middleware procedures for accommodation of communication protocols wireless to
wired. The focus has been on connecting WirelessHART networks with Modbus TCP wired
networks.
‐ Component based design methodology. The design process of middleware supporting
real‐time and wireless communication has been studied and a novel methodology allowing
for both hardware and embedded software to be managed as components has been
developed.
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1

Introduction

1.1

Scope of work

The main purpose of the task behind the present deliverable is to provide means to support the
control engineer to develop system solutions based on wireless communication connectivity.
The activities are based on previous results on architectural characteristics, analyses for robust
wireless communication, etc., and focus, among others, on further developing scheduling theory
for such systems, creating a user interface for dealing with the complexity of communication,
introducing wireless networks into legacy wired systems, etc.
Effort has been put into deriving methodologies to compensate for packet loss in the wireless
communication. Focus has been on deigning modular devices enabling a change from wired to
wireless communication without the need of redesigning the control algorithms. In the interest of
computational complexity methods have also been derived to find low complexity
approximations of such devises enabling implementation also in environments where the
computational capacity is limited.
Part of the activities here has targeted also building support for the forthcoming wireless plant
demonstrator (Task 4.5). Hence, a specific focus was the development of procedures to help
integrating WirelessHART networks into the design process and into existing plant
environments.
The risks related to the availability of WirelessHART devices, and, hence, to the actual possibility
of providing a WirelessHART based demonstrator have been analyzed in the context of the
deliverable 4.2 [10].
While the risks eventually materialized themselves, the results of the present work still stand
valuable, as the release of WirelessHART system devices is imminent. Moreover, due to the
importance of such approaches, the work performed in Socrades will be continued locally in
additional projects.

1.2

Outline of the rest of the deliverables

We start here by providing more insight and results on studies related to schedulability of TDMA
protocols, in general (WirelessHART in special).
We continue with a description of novel methodologies tackling packet loss characteristics of
wireless networks.
Then we introduce an API that supports the development of WirelessHART networks. The API
provides further input to a simulator for such systems.
Next, we take a look into the accommodation of WirelessHART networks into existent, wired
systems. This effort was intended to support the planned WirelessHART based demonstrator
(Task 4.5).
We end with a perspective on component based design targeting real‐time wireless networks.
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2

Scheduling of TDMA based communication for control purposes

In this work we consider a plant automation network made up of several sensors and actuators
connected to a controller through a gateway. Sensors and actuators (field devices) and the gateway
are part of a WirelessHART network and the controller is supposed to be a hardware controller in
a distributed control system (DCS). According to the WirelessHART standard the gateway
communicates with the network manager, via a secure communication channel. In addition, the
gateway is connected to the controller through a high speed fieldbus.
The aim of this subproject is to find a good scheduling algorithm in order to manage the exchange
of information between sensors/actuators and the gateway and between the gateway and the cont‐
roller. The objective is to reach good performance in terms of delay and robustness of the plant
automation network. For this reason, the proposed scheduling algorithm must not only produce a
schedulable solution, but the timing of the input and output actions, and of the control
computation of each control loop, must be taken into account. Hence, the aim of the proposed
scheduling algorithm is to minimize the time delay from sensing to actuating for each control loop
(and then over the set of all control loops).
In [8] a methodology based on formal languages is described, but the computational burden
quickly becomes prohibitive when the size of the system grows. Thus we propose a heuristic off‐
line algorithm in order to manage the scheduling also for plants made up of a larger number of
control loops.
The WirelessHART standard describes how the gateway should act to guarantee synchronization
between network devices belonging to the network. However, to avoid introducing latency, it is
important that the control calculations are also synchronized with the communication network.
Therefore, in this work we make the fundamental assumption that the WirelessHART network
and the controller are synchronized. For this reason the proposed algorithm deals with scheduling
both the communication and the control jobs. It is important to notice that this is not an industrial
practice today, and it is not described by the WirelessHART standard or any controller standard.
More details can be found in [1] and [2] where first a method was designed for a star network
topology. In this report we will focus on the extension to a mesh network, in which all network
devices (including field devices) are also router devices thus enabling to use more than one
wireless hop to convey information from a source to a destination. Moreover we assume that all
network devices are able to switch between multiple channels. Much of this work has also been
presented as [3].

2.1

WirelessHART scheduling requirements

WirelessHART is a wireless mesh network communication protocol for process automation
applications, including process measurement, control, and asset management applications, see [5].
The standard specifies the use of IEEE STD 802.15.4‐2006 compatible transceivers operating in the
2.4GHz ISM (Industrial, Scientific, and Medical) radio band, see [4]. Communication among
network devices is arbitrated using TDMA (Time Division Multiple Access) that allows to
schedule link activity. To enhance reliability, the radios employ DSSS (Direct Sequence Spread
Spectrum) technology and channel hopping is combined with TDMA. This also provides channel
diversity, i.e. each slot may be used on multiple channels at the same time by different nodes. Each
WirelessHART network includes three main elements: field devices, a gateway and a network
manager.
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The WirelessHART Gateway is functionally divided into a Virtual Gateway providing a sink or
source point for the network traffic and one or more Access Points that provide the physical
connection into the WirelessHART network, see [5]. If the gateway is made up of more than one
access point, the Network Manager will schedule communication traffic through all of them.
The Network Manager is central to the overall operation of the WirelessHART network, see [5]. It
establishes paths between the gateway and the network devices, but after that it is not involved in
communication between host applications and network devices. To generate the scheduling, the
network manager combines information it has about the topology of the network, heuristics about
communication requirements, and requests for communication resources from network devices
and applications. In particular, in order to schedule communication resources between network
devices, the network manager must know the update rate of each device. The WirelessHART
standard does not specify use of a particular scheduling and routing algorithm. However, there
are some requirements to be taken into account, see [5], which will be briefly described below.
Concerning the routing algorithm, the standard only describes two methods of routing packets in
a WirelessHART network: source routing and graph routing [5]. All devices must support both.
Source routing specifies a single directed route in terms of devices and links, between a source
node and a destination node. The source route is statically specified in the packet itself, that
contains the list of devices addresses composing the path toward the destination. Thus,
intermediate devices require no knowledge of the source route in advance. However if one of the
intermediate links fails the packet is lost. For this reason, source routing should only be used for
testing routes, troubleshooting network paths or for ad‐hoc communication. On the contrary, a
graph route is a directed list of paths (subsets of directed links and devices) that connects two
devices within the network that need to communicate, allowing to have redundant communication
between network endpoints. All intermediate devices must be pre‐configured with graph
information that specifies the neighbors to which the packet may be forwarded.
The network manager is responsible to setup and manage all routes and to configure graph
information in each network device. In order to create efficient and optimized routes the network
manager needs information about the network, communication requirements and the capabilities
of network devices. Hence, when devices are initially added to the network, the network manager
stores all neighbor entries including signal strength information as reported from each network
device. Then it uses this information to build a complete network graph which is an optimized
route map, in the sense that possible but suboptimal links have been removed. In particular, the
network graph is optimized in terms of reliability, hop count, reporting rates, power usage and
overall traffic load. The network manager contains the network graph and portions of the graph
that have been installed into each device. Once the routing information and communication
requirements for each device are known, the scheduling of network resources can be performed
for both scheduled upstream and downstream communications.

2.2

Scheduling problem statement

Consider a physical plant interacting with a controller that measures some plant signals and
generates appropriate control signals in order to influence the behavior of the plant. The industrial
plant is made up of several sensors and actuators being connected to a gateway, which, in turn,
communicates with a controller.
This industrial plant can be represented by means of a set of control loops, where each control loop
has a certain number of input signals (sensors) and output signals (actuators). We also assume that
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the user has chosen a scan rate for each control loop, i.e. the sampling period Tk of that particular
control loop. To minimize communication we assume that this is also the update rate with which
the sensors connected to this loop transmit their respective measurements. The considered
environment is static and does not change in time so an off‐line scheduling algorithm is a good
choice in order to capture the entire scheduling in a static table. Moreover, an off‐line algorithm
allows to have predictability and to have a simple dispatcher (see [6]).
Each control loop is supposed to be a task that has to be executed. A task is a set of jobs. There are
two classes of jobs, depending on which kind of resource they share: communication jobs and
control jobs. A communication job can be either a sensor signal or an actuator signal. For each task
there is also a control job, during which the gateway sends the measurements to the controller via
a high speed fieldbus, the controller makes the computation and sends the results back to the
gateway by means of the same fieldbus.
Thus, the plant is supposed to be constituted by a set of control loops identified by {Ck}, k = 1,…,p.
The k‐th task/control loop of the plant has a set of nk input signals (sensor measurements) {Si}, i =
1,…,nk, and a set of mk output signals (actuator signals) {Aj}, j = 1,…,mk, see Figure 2.1. In a
WirelessHART network shared resources are scheduled in terms of time slots and superframes,
and according to the WirelessHART specification, time slots of 10ms are used. Hence, the
communication between two network devices connected by a direct link requires only one time
slot. To schedule the control execution we need an upper bound on the time required to complete
each control job. Without loss of generality, we have for this work assumed that all control jobs
(regardless of the number of communication jobs) may be completed within one time slot. This
appears to be a realistic assumption given current wired communication and controller hardware.

Figure 2.1. Example of a generic control loop.

2.3

Basic Scheduling Strategy

Consider a known fixed set of control loops, with known periods and known execution times (of
communication and computation jobs). For the sake of presentation, it is assumed that a
superframe is assigned for each period and then all these superframes are combined into in a
unique superframe, called gigaframe, having the same size as the other superframes. Thus each
superframe corresponds to a period and all periods should follow a harmonic chain, i.e. all periods
should divide into each other. It is important to notice that all superframes, including the
gigaframe, have the same size: it is defined as the least common multiple lcm(Tk), k = 1,…,p of the
periods of all tasks of the plant. As stated above, there are two types of jobs to be scheduled. Thus
two kinds of superframe are defined: communication superframes (to be used for communication
jobs), and control superframe (to be used for control jobs).
Having defined a superframe for each scan period, we suggest to schedule communication and
control jobs allocating slots starting with the fastest to the slowest scan rate, as in the RM
scheduling policy (see [6] and [7]). In a given superframe one or more tasks has to be scheduled, so
a partial ordering between them is required. For a given period, i.e. in a given superframe, we
propose to allocate tasks from the one with the lowest number of jobs to that one with the highest
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number of jobs. For tasks with equal number of jobs, in order to increase the chance of having a
feasible solution of the scheduling problem, tasks with a higher number of sensors will be given a
higher priority compared to tasks with a lower number of sensors. Thus, when equal number of
jobs, tasks should be allocated from the highest cardinality of the sensor set nk to the lowest one.
This choice is shown in Section 2.4 (and in [2]) , via extensive simulations, to reduce the time
delays from sensing to actuating over the set of control tasks.
When scheduling is not possible it is because, after having left room for the control calculation
(length(Ck) slots) all actuators do not fit within the scan rate. The remedy is to try to move the
corresponding sensor slots earlier, by swapping them with actuator slots from other already
scheduled tasks, a procedure we call shuffling.
Pseudo‐code summarizing this basic scheduling strategy is given below.
Basic Scheduling Strategy: Pseudo-code
Rank/order tasks/loops according to:
- scan rate (shortest first)
- number of jobs (lowest first)
- number of sensors (highest first)
Check scheduleability:
∑k Time of GF/Tk× number of jobs(k) ≤ number of slots in GF
[Scheduling of communication GF]
For task k=1:p -- schedule tasks according to ordering
For Si, i = 1 : nk -unscheduled sensor jobs
Schedule Si in first available slot in SF
repeat with scan rate (to fill entire superframe)
end
leave at least length(Ck) slots after Sn
k

for Aj, j = 1 : mk
schedule Aj in first available slot in SF
If no available slot shuffle
repeat with scan rate
end
end
[Shuffling]
find last scheduled sensor job for this task
find any actuator job for any task scheduled earlier
swap time slots for these
[Schedule control SF]
Determine time windows for all control job executions.
If possible, schedule ctrl job in a slot such that
it will have a free successor slot in the ctrl SF
Otherwise schedule it in the first available slot.
Finalize scheduling for faster scan rates first.

2.3.1

A first scheduling example

In this example the set of control loops shown in Figure 2.2. is taken into account.
The scheduler allocates tasks according to the procedure described above. When it should allocate the single
task in the superframe corresponding to 240ms, a feasible solution is not obtained, as the communication job
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A2 cannot be allocated within that superframe. The shuffling function described above cannot be applied
because the superframe already has the sensors before all actuators. Thus, in this case, the scheduler has to
make the shuffle between the last superframe (corresponding to 240ms) with the previous one (the
superframe corresponding to 120ms).

Figure 2.2. Set of control loops Example I.

In particular, it shuffles the _first sensor belonging to the last task of the last superframe (S4) with
the first previous actuator in the previous superframe (A5). Then the algorithm re‐schedules the
last superframe, obtaining the feasible solution, and updates the control superframe taking into
account the changing in the last superframe and in the previous one.
The communication superframes, the gigaframe and the final control superframe are shown in
Figure 2.3.

Figure 2.3. Superframes Example I.

2.4

Performance Evaluation

The aim of the proposed scheduling algorithm is to minimize the time delay from sensing to
actuating for each control loop (and then over the set of all control loops) subject to constraints on
communication and control jobs as described below:
•

the proposed scheduling algorithm must produce a feasible solution, i.e. both
communication and control jobs must be allocated in the respective superframes;

•

a device can only transmit or receive in one time slot;

•

for each control loop, the control job can be executed only after that all jobs belonging to the
sensor signals set are scheduled;
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•

the timing of the input and output actions, and of the control computation of each control
loop must be strictly satisfied as it is critical to the performance of the control loop.

Finding the optimum solution to this minimization problem has a non‐trivial complexity as it
requires an exhaustive search in the space of feasible solutions. Instead we introduced the heuristic
solution described in Section 2.3.
In this section we will investigate the efficiency of the proposed strategy by an extensive
simulation study. Different scheduling scenarios will be randomized and the proposed scheme
will be compared to four other possible heuristic solutions. The studied strategies only differ in
which order they rank the control tasks before starting to assign communication and control slots.
The alternative ranking approaches are:
•

algorithm 1: Jobs‐Sensors Priority, in which tasks are ordered according to the number of
jobs (from the lowest number to the highest one), and when equal number of jobs,
according to the cardinality of the sensors set (it is the scheduling algorithm proposed in
this work);

•

algorithm 2: Only Sensors Priority, in which tasks are ordered according to the number of
sensors, and when equal number of sensors, tasks are scheduled following the order in
which they have been inserted by the user;

•

algorithm 3: All Sensors‐All Actuators, in which all the sensor signals for all tasks (of a
certain period) are scheduled before all the actuator signals (this is basically the scheduling
strategy used in ABBʹs 800xA control system for wired communication);

•

algorithm 4: Max Sensors‐Max Jobs Priority, in which tasks are ordered according to the
cardinality of the sensors set (from the highest value to the lowest one), and when equal
number of sensors, according to the number of jobs, from the highest number of jobs to the
lowest one.

•

algorithm 5: Sensors‐Jobs Priority, in which tasks are ordered according to the cardinality
of the sensors set (from the highest value to the lowest one), and when equal number of
sensors, according to the number of jobs, from the lowest number to the highest one (it is
the opposite of the scheduling algorithm proposed in this work).

2.4.1

Simulation setup

A random generator has been implemented that makes the following actions:
•

It generates a random cardinality p for the set of the periods of all tasks, p ∈ [min(p);
max(p)], where min(p) is the minimum number of periods and max(p) is the maximum
one; both values can be chosen by the user.

•

Given the cardinality p for the set of periods, it generates a random combination of periods,
from a user defined set of periods.

•

It generates a random value for the percentage of shared slots Sh% ∈ [0; max(Sh%)], where
the maximum percentage of shared slots can be defined by the user. There is also the
possibility for the user to insert a _fixed percentage of shared slots (the choice of having a
random generation for the percentage of shared slots or not is a user input).

•

It generates, for each period, a random value for the cardinality s of the sensors set, and a
random value for the cardinality a of the actuators set, with s; a ∈ [min(sa); max(sa)], where
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min(sa) is the minimum number of sensors or actuators for each task (at least equal to 1),
and max(sa) is the maximum number of sensors or actuators (both min(sa) and max(sa) can
be chosen by the user). The generator calculates the number of required time slots for that
combination of sensors and actuators, if the number of required time slots exceeds the
number of remaining slots (it is calculated according to the size of the gigaframe, the
number of shared slots, and the number of slots required to schedule previous tasks) it
reduces, randomly, the number of sensors or actuators, until the number of required slots is
less than or equal to the number of remaining slots. If it fails to satisfy this condition, it
decreases the number of sensors or actuators in lower periods until the number of required
time slots is less than or equal to the number of remaining slots. At the end of this first step
there is a control loop defined for each period, this is done to ensure that there is at least
one control loop for each period randomly generated in previous steps.
•

After completing the previous step it selects one of the periods at random, a random
number of sensors s, and a random number of actuators a, with s; a ∈ [min(sa); max(sa)],
and it creates a control loop having these characteristics. It calculates the number of
required time slots to schedule that control loop. If it exceeds the number of remaining slots
the generator decreases the number of sensors or actuators. If the number of required time
slots is less than or equal to the number of remaining slots the random generator repeats
this step, until the number of slots required to schedule the set of control loops is equal to
the number of dedicated slots in the gigaframe (the number of dedicated time slots is
obtained by subtracting the number of shared slots to the size of the gigaframe).

•

At each step the case generator calculates the number of remaining time slots. If this
number is equal to 2, the generator can make two different choices: it can generate a task
with two jobs and the highest period, or it can add two jobs to an already existing task
having a period equal to the highest one. The choice is made randomly. If the number or
remaining time slots is equal to 3, there are four possible cases: the generator adds a
controller with two sensors and one actuator at the longest period, it adds a controller with
one sensor and two actuators at the longest period, or it adds three jobs to an already
existing control loop having the highest period, in the latter case it can add two sensors and
one actuator, or one sensor and two actuators. This is done in order to avoid that the
algorithm spends a lot of time searching for a control loop that requires just two or three
time slots to be scheduled.

For the random generation in this report the following choices are made:
•

the set of periods is fixed for each simulation and is equal to {1000ms, 2000ms, 4000ms,
8000ms};

•

the percentage of shared slots is equal to 0 (all dedicated slots);

•

the minimum number of sensors or actuators is equal to 1, and the maximum one is equal
to 4.

After having generated the set of control loops, all the five algorithms described above are applied
to schedule that control loops set.
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2.4.2

Simulation Results

Figure 2.4 shows for each algorithm (whose number is indicated on the x‐axis) the number of
control loops that are scheduled with a number of steps equal to:
•

0 (grey bar), which means that the feasible solutions directly obtained;

•

1 (white bar), which means that to reach the feasible solution a shuffling function is
required;

•

2 (black bar), which means that a re‐shuffle is needed in order to obtain the feasible
solution.

First of all, we conclude that in this study all methods were always, after shuffling, able to find a
feasible solution. Notice that the third algorithm always obtains a feasible solution without
shuffling, since it starts scheduling all sensors, while the first algorithm needs one more step.
However, the extra time required to perform these additional functions does not have a big
influence on the computational efficiency of the scheduling algorithm since this process runs off‐
line, before managing the control of the plant.
Moreover the timing of input and output actions and of the control computation of each control
loop must be strictly satisfied as it is critical to the performance of the real‐time system to which
the control loop belongs. Thus, the temporal behavior of the proposed scheduling algorithm must
be studied.

Figure 2.4. Number of shuffling steps.
As mentioned above, the aim of the proposed scheduling algorithm is to reduce the time delay
from sensing to actuating for each control loop (and over the set of control loops). In order to have
a meaningful evaluation of this delay two temporal parameters are defined:
•

relative delay (relative to the first time slot allocated to that control loop): for each task it is
calculated as the difference between the actual number of time slots used to schedule that
task (i.e. from the first sensor job to the last actuator job), and the minimum number of time
slots required to schedule that task (i.e. the sum of all the communication and control jobs
of that task).

•

absolute delay: for each task it is measured as the number of slots from the beginning of the
communication gigaframe to the last actuator job. This delay is said to be absolute because
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it is calculated with respect to the first time slot of the communication superframe. The
absolute delay is taken into account in the performance evaluation because it is assumed
that all the process measurements can be potentially sent at the same time in the first slot of
the communication superframe.
The behavior of every method is presented in Figure 2.5 and Figure 2.6 showing that the third algorithm is
not very efficient in terms of delay requirements. All the other four approaches all lead to very small relative
delay, while the method proposed in this work has the best performance in terms of absolute delay.

Figure 2.5. Relative delay.

Figure 2.6. Absolute delay.

2.5

Multi‐Channel Scheduling

In this section a star WirelessHART network will be taken into account. The basic scheduling
strategy described above will be extended in order to consider a scenario in which the
WirelessHART network has only one gateway but it has two access points. The gateway with two
access points allows the use of two frequency channels. Thus, tasks can be scheduled in two
different gigaframes having distinct channel offsets.
Moreover, having two access points, two plant automation networks can be managed by the same
controller, thus exploiting the whole computational power of the CPU. Thus, when designing the
scheduling algorithm, there are still constraints on the communication superframes but also on the
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control superframe. The basic scheduling method presented in the previous section has to be
modified as described below, because, when partial ordering tasks, the scheduler has to take into
account both plant automation networks.
Tasks are still scheduled from the lowest period to the highest one but, when partial ordering
tasks, the scheduler has to take into account both networks. To do so, the algorithm schedules all
the tasks of period equal to Tmin of the first network. Then it schedules all the tasks having the same
period Tmin of the second network. After that it manages tasks of period Tmin+1 and so on, until the
highest period Tmax. The program schedules the communication jobs using the same approach as
described above, but now there are two available frequency channels. In this way devices
belonging to different networks can use the same time slot, because they send/receive information
on two different frequency bands.
The constraint here is determined by the control superframe, since having only one controller
requires the use of a unique control superframe. This means that to schedule the control and
communication jobs of a network the control superframe with all the control jobs (belonging to
both networks) has to be taken into account. If the algorithm fails to find a schedulable solution,
this is because a control job pushes one or more actuator jobs out of the superframe. In the basic
scheduling method described above a schedulable solution can be obtained by means of a single
shuffle of the last superframe or by way of a re‐shuffle of the last superframe with the previous
one. Now, however, the situation is more complicated, since here it can also happen that not all the
control jobs can be scheduled into the control superframe. This can occur if there are more control
jobs to assign than the number of permitted free slots in the control superframe.
Thus a method to increase the number of permitted free time slots has to be applied. In this case a
shuffling of the last communication superframe of the second network is required. If this is not
sufficient the last communication superframe of the first network also has to be shuffled, and so on
in the reverse order with respect to the one followed while scheduling, until hopefully a feasible
solution is obtained.
2.5.1

Example: Multi‐Channel Scheduling

Consider two identical plant automation networks, as shown in Figure 2.7, and a WirelessHART
network in which the gateway has two access points.

Figure 2.7. ExampleMultihop Multi‐Channel: set of control loops.
As stated above, each access point can manage one plant automation network. The first network
will be scheduled in a channel with channel offset 0, whereas the second one will be scheduled on
a different frequency channel (with channel offset 1). The scheduler creates two superframes
corresponding to 50ms (one for each channel), two superframes corresponding to 100ms (one for
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each channel), two gigaframes (one for each channel), and only one control superframe (as there is
only one controller that has to control both plants).
It is important to notice that the first job of the second network (S12 ) can be allocated in the first
slot because the corresponding superframe is on a different channel of that one used by the first
network. In this first step, slots belonging to the two superframes corresponding to 50ms are
allocated. After that, the scheduler allocates jobs of the second and the third control loops of the
first network, with periods equal to 100ms, and it makes the same for the second network.
However, a schedulable solution is not obtained, as the communication job A42 cannot be
allocated in the communication superframe corresponding to 100ms, with channel offset 1. This
means that a shuffling function is required in order to obtain the feasible solution, this operation is
illustrated with a dashed arrow in Figure 2.8, where all the communication superframes and the
control superframe are represented.
The algorithm still fails to find a feasible solution. Thus a new shuffling operation is required, now
applied to the superframe corresponding to 100ms with channel offset 0. However, this is not
possible because that superframe already has all sensors scheduled before all actuators. So the
algorithm makes the re‐shuffle on the second network (channel offset 1) between the last
superframe and the previous one, shuffling the first sensor of the last task of the last superframe
(S42 ) with the first previous actuator (A12 ) in the previous superframe, corresponding to 50ms,
with channel offset 1.
Then the algorithm schedules again all the superframes that were originally scheduled after the
one corresponding to 50ms, with channel offset 1, i.e. the superframes of 100ms with channel
offsets 0 and 1. After that all communication jobs are allocated in the communication superframes.
All this, the second shuffling as well as the re‐scheduling, is illustrated in Figure 2.8 by solid
arrows.
Then finally the algorithm has to check if also all the control jobs may be allocated in the control
superframe, otherwise more shuffling steps are required in order to obtain a feasible solution.
Utilizing some time window flexibility the algorithm reaches the final solution for the control
superframe also depicted in Figure 2.8.

Figure 2.8. Example Multi‐Channel: communication and control superframes. Arrows indicate
shuffling operations.

2.6

Multihop Multi‐Channel Scheduling

In this section the scheduling of a multihop WirelessHART network in which the gateway has only
one access point will be described. We assume that all network devices belonging to the
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WirelessHART network (both field devices and the gateway) are able to switch between multiple
channels. Moreover we suppose that all tasks are independent, i.e. have no precedence
relationships.
The first step is to represent the WirelessHART network as a communication graph X = (V,E),
where each element in the node set V (X) is a network device (a sensor, an actuator, or the
gateway). For any pair of nodes x and y in V (X), the edge xy is in the edge set E(X) if devices
represented by x and y can communicate with each other. It is important to notice that in a real
environment the network manager is responsible to build an optimized network graph, in which
some possible but suboptimal links have been removed. In particular, according to the
WirelessHART specification (see [5] for further information) in a properly configured
WirelessHART network all devices will have at least two devices in the graph through which they
may send packets. Each graph should use a maximum of 4 neighbors as a potential next hop
destination, and the maximum number of hops to be considered when constructing the graph is 4.
If there is a one hop path to the gateway it should be used.
Having defined the network graph, the algorithm can find the list of all paths between each field
device (both sensors and actuators) and the gateway. As a graph can be seen as a list of directed
paths from a source node to a destination node, the scheduler has knowledge of the upstream
graphs, from each sensor to the gateway, and of the downstream graphs, from the gateway to each
actuator, derived by reversing the paths from actuators to the gateway.
The algorithm makes the schedule following the basic scheduling procedure described above, thus
scheduling tasks from the fastest to the slowest scan rate. When equal period, the scheduler
ordinates tasks according to the number of jobs (both communication and control jobs) and to the
cardinality of the sensor sets. In this case the scheduler has to take into account the possible
existence of multiple paths between a field device and the gateway, and of the multihop commu‐
nication between network devices. In order to do so, added communication slots must be reserved
in the schedule for packet routing, and for redundant paths from the source node to the
destination one. Suppose to consider the k‐th task, having sensors set {Si}, i = 1,…,nk, actuators set
{Aj}, j = 1,…,. mk, and period Tk. The scheduler holds the list of all upstream paths, from each
element in the set {Si}, i = 1,…,nk to the gateway, and the list of all downstream paths, from the
gateway to each element in the set {Aj}, j = 1,…,mk, thus defining upstream and downstream
graphs. Consider the scheduling of the first job, i.e. the sensor node S1 sends its process
measurement to the gateway, and assume the existence of multiple redundant paths between the
source node and the gateway, represented by the upstream graph GS1. The algorithm reserves
slots in the superframe corresponding to the period Tk for all paths, and for each hop within a
path, i.e. for each edge of the directed graph GS1.
The major problem in utilizing multiple channels is that current devices are usually equipped with
a single transceiver. Thus, a node can only transmit or receive on one channel at a time. However,
following the WirelessHART Physical Layer specification [4], the time to switch channels shall be
12‐symbol periods max (0.192ms). In addition, the TX‐to‐RX turnaround time and the RX‐to‐TX
turnaround time shall be less than or equal to 12‐symbol periods (0.192ms). Hence, it is reasonable
to assume that these operations can be made by each network device without requiring additional
time slots.
While allocating time slots, the algorithm maintains two counters for each channel, one for the
total number of occupied time slots and the other one for the number of slots allocated to the
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gateway (transmitting or receiving information). This is done to distribute the traffic load over
different channels, in order to improve the robustness of the network against interference. This
means that the algorithm exploits a multi‐path diversity scheme, as it uses multiple redundant
paths between a source node and a destination one, and a frequency diversity technique,
scheduling communication slots over multiple frequency channels.
Suppose that the scheduler has to allocate a link in which the two endpoints are two field devices
(the gateway is not involved in the communication), and previous links are allocated in a number
of channels equal to c, with channel offsets from 0 to c−1. It performs a lookup in the existing
superframes in order to find the first allowed time slot in which neither the source nor the
destination of that link are involved in the communication (transmitting or receiving). Assume that
this is the t‐th time slot. The scheduler allocates the link in that time slot in the following way (each
time updating the counter of total number of occupied slots for the up‐to‐date channel):
• if the time slot t is already occupied in all the first c−1 channels, it allocates the link in a new
channel with channel offset c;
• if the time slot t is a free slot in only one of the first c channels, it allocates the link in that
channel;
• if the time slot t is a free slot in more than one of the first c channels, it checks the counter of
total number of occupied time slots for those channels and allocates the link in that one with the
minimum number of occupied time slots. When there is more than one channel with the minimum
number of occupied time slots, the algorithm allocates the link in the channel with the lower
channel offset.
Suppose now that the algorithm has to allocate a link in which the gateway is the source node or
the destination one of the information, and previous links are allocated in a number of channels
equal to c, with channel offsets from 0 to c−1. It performs a lookup in the existing superframes to
find the first allowed time slot in which the gateway is not involved in the communication (neither
transmitting nor receiving). Assume that this is the p‐th time slot. The scheduler allocates the link
in that time slot in the following way:
• if the time slot p is already occupied in all the first c−1 channels, it allocates the link in a new
channel with channel offset c and updates the counter of the number of slots allocated to the
gateway for the new channel, for the other channels the counter corresponding to the gateway has
to restart from that time slot, in order to have a correct balance of the gateway’s communications;
• if the time slot p is a free slot in only one of the first c channels, it allocates the link in that
channel and updates the counter of the number of slots allocated to the gateway for that channel;
• if the time slot p is a free slot in more than one of the first c channels, it checks the counter of the
number of slots allocated to the gateway for those channels and allocates the link in that one with
the minimum value of that counter, updating the counter of the number of time slots allocated to
the gateway for that channel. When there is more than one channel with the minimum number of
slots allocated to the gateway, the algorithm allocates the link in the channel with the minimum
total number of occupied time slots.
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2.6.1

Example: Multihop Multi‐Channel Scheduling

Consider the set of control loops shown in Figure 2.9. Assume that the network graph abstracted
from the WirelessHART network is represented in Figure 2.10, where the node G is the
WirelessHART gateway (which is able to communicate with the controller).

Figure 2.9. ExampleMultihop Multi‐Channel: set of control loops.

Figure 2.10. Example Multihop Multi‐Channel: network graph.
Having defined the network graph, the
algorithm can find all the paths between each
field device (sensors and actuators) and the
gateway. Thus, the scheduler has knowledge
of the upstream graphs, from each sensor to
the gateway, and of the downstream graphs,
from the gateway to each actuator, derived
by reversing the paths from actuators to the
gateway (see Figure 2.11).

the control superframe to the control job C2.
After that, it reserves slots in the
communication superframes for each hop in
the downstream graphs. The same procedure
is applied to schedule the third control loop.
The communication superframes and the
control superframe are shown in Figure 2.12.

The algorithm makes the schedule following
the scheduling procedure described above.
First, the scheduler defines at least two
superframes, one for each scan rate. It
schedules the first control loop (which
communicates in a direct way with the
gateway) in the superframe corresponding to
500ms (and the respective control job in the
control superframe). After that it has to
schedule the second control loop. The
algorithm reserves slots for each hop in the
upstream graphs, and then it leaves at least
one free slot in the communication
superframes and assigns the respective slot of
20/65

D4.3 Procedural Support for Implementation
V1.0

Figure 2.11. Example Multihop
Multi‐Channel: upstream and downstream
graphs

Figure 2.12. Example Multihop Multi‐Channel: superframes.

3

Compensating for Unreliable Communication Links in Networked Control
Systems

Wired communication networks have been commonly used in distributed control systems since
the seventies. The recent advances in low‐power wireless radio and sensor technologies have
enabled the engineering of a new type of networked sensing and control systems, which are now
being tested and evaluated in industry for automation and process control. The use of wireless
technology in feedback control loops raises new challenges. The network medium introduces
uncertainties such as packet loss, transmission delay etc. The impact of these uncertainties on the
closed‐loop control system depends on many system aspects and it has become evident that new
communication protocols and control strategies are needed for these wireless control systems.
When a system is controlled over a wireless network the imperfections in this network will cause
data packets sent between the sensors, controllers and actuators to be lost. When this happens, the
feedback loop is broken and additional logic needs to compensate for the lost information.
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3.1

Introductory Example

We introduce an example to show that the distribution of the communication loss is an important
parameter when it comes to assessing how the losses will affect the control system performance. It
also highlights that depending on the packet loss profile we will have to take different kinds of
actions to reduce the impact of the losses on the system behavior. Consider the networked control
system in the figure below and let the switch represents that packets between controller and
process can be lost.

If a packet is lost, i.e., the switch is open we use the compensation policy to apply the last known
control signal to the process. This additional logic is contained in the Compensator block. To
illustrate how different loss distributions affect the performance of this system we simulate it on
two different loss profiles. Both with 20% average packet loss over time.
When studying the results in Figure 3.1, we see that for short and sparse losses the method to hold
the last known value works well, in contrast, it becomes evident that when losses are grouped into
longer connected period a more advanced compensation scheme is needed.

3.2

Proposed Solution

As seen in the example subsequent losses of packets in the network during which sensor data do
not reach the controller node and/or control commands do not reach the actuator are hard to
handle. We denote such periods of subsequent losses as outages. The problem considered is how
to compensate for such outages in networked control systems by placing devices at the receiver
sides of the network. We call these devices predictive outage compensators (POCs), see Figure 3.2.
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Figure 3.1. Comparison of system output behavior (solid) with the output of the system without
losses (dashed) under disturbance d (solid light) and under 20 % packet loss (grayed)
The POCs are designed to overcome losses in the network by suggesting replacement commands
in the event of an outage. The introduction of the POC does not require any modifications to the
existing control design. Obviously, a POC has a limitation on how efficient it can be for long
periods of outages. An important result of the work described here is to build tools to understand
how these limitations affect the applicability to real systems.
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Figure 3.2. POC placement.

In particular we will study the case when communication between the controller and the actuator
is lost as shown in the below figure.

Figure 3‐1: The Predictive Outage Compensator

3.3

Predictive Outage Compensator

The proposed POC is a generalization of the communication outage compensation algorithms
used today such as holding the last known value (hold POC), or applying constant outputs (zero
POC), and is related to a generalized hold function. The general idea is to monitor the control
signal and use a signal model to extrapolate the signal in the event of a communication outage.
The POC listens to the control signal sent from the controller. If the signal is received, the POC
passes the control signal forward to the actuator and updates its own internal states using the
received signal. In the case that no control action is received the POC uses its internal model to
extrapolate the control signal based on the signal model and previously received data.
The control signal from the POC to the process is given by the switching policy
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with the output from the POC generated by

Where

3.4

Predictive Compensation Procedure

We now consider the procedure used when commissioning the proposed POC. The work flow is
illustrated in Figure 3.3 which shows the different steps in commissioning and running the
algorithm. These steps will be described in detail next.

Figure 3.3. Flow diagram describing the POC
3.4.1

Initialization

When first commissioning the POC one needs to make some initial design decisions. The first is to
decide the model order of the POC internal model. The needed complexity is set by the desired
performance of the system and what kinds of deviations are tolerable during an outage. For a
given performance criterion the main underlying factors that govern the needed complexity are
the expected outage lengths and how fast the underlying system is. A limiting factor on the
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complexity is of course also the available computational power. In general a lower complexity is
possible if higher deviations can be allowed or if the packet loss pattern is sparse with short
periods of loss. Methods to analyze the needed complexity are treated later. Another decision that
needs to be taken during the initialization phase is the methodology for detecting packet losses.
3.4.2

Compensator Tuning

The next stage is to tune the POC by choosing values for the matrices (A, K, C), which
parameterize the POC internal model, according to the decided model order. How (A, K, C)
should be chosen is of course dependent on the system dynamics and what type of disturbances
the system is subject to. Different methods for finding (A, K, C) for a given system under a given
type of disturbance are treated further later.
3.4.3

Control Monitoring

This step is the core part of the predictive outage compensation procedure. The POC is in this
mode when the communication is working and the control signal has been received from the
controller. In this mode the POC compares the received control signal with its own estimate û(k|k‐
1). The difference between the true and predicted value is computed as the prediction error signal.

And used to update the internal model as

3.4.4

Outage Detection

This is the communication monitoring part of the POC where it listens to the communication
channel for the control signal from the controller. If the control signal from the controller is
received the POC goes into the control monitoring mode and updates its internal states. If the
control signal is not received the POC enters the control generation mode.
3.4.5

Control Generation

When communication is lost and we no longer receive any control signals we cannot compute ε(k)
= uc(k)‐û(k|k‐1), since uc(k) is not known. Instead when an outage occurs we set ε(k)=0 and let the
POC switch to ``prediction modeʹʹ and compute the predicted input to the plant as
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3.5

Synthesis and Complexity Reduction

Within the proposed predictive outage compensation framework presented we have the freedom
to choose the realization of the POC, namely (A, K, C), arbitrarily. Clearly there will for a given
system exist better and worse choices of this realization. We have developed two methods to
synthesize a POC: one deterministic and one stochastic. The deterministic method is convenient
for SISO systems affected by a slowly varying deterministic disturbance and the stochastic method
is practical for MIMO systems affected by stochastic disturbances and measurement noise.
The optimal POC, both in the stochastic and in the deterministic setting, is given by a filter of order
equal to the sum of the process order, the controller order and the disturbance model order. In
practice, it is important to know if there exists a POC of low order with similar performance. The
optimal POC gives the achievable performance under the given structure. Methods relying on
model order reduction using the Hankel norm have been developed and shown to be suitable
mathematical tool to find out the answer to this question on the existence of a suitable low order
POC.
Since both the synthesis and complexity reduction techniques require fairly extensive
mathematical analysis they are left outside the scope of this deliverable. Instead the reader is
referred to [9] for further detail.

3.6

Simulation Evaluation

To illustrate the behavior of the POC designs presented under realistic scenarios, we present a
simulation study of a level control system. POCs designed using both the deterministic and the
stochastic method are given for various levels of complexity. We begin by describing the simulated
system and the simulation scenario. Then a POC is derived using the nominal deterministic
method and simulations are made comparing it with lower‐order approximations. After this we
simulate the POC given by the optimal stochastic method. Finally, reduction methods are applied
to the POC given by the optimal stochastic method and comparative simulations are performed.
3.6.1

System and Scenario

We start by introducing the system and scenario for the simulation example. As the simulated
process we consider a tank process consisting of five identical tanks connected in series as depicted
in the figure below.
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Figure 3.4. The controlled tank process
This system is motivated by the floatation process in the ore concentrator at Boliden in Sweden,
investigated for wireless control within SOCRADES. The control objective is to keep the level in
the lowest tank around an equilibrium point despite load disturbances d entering the system. The
manipulated variable is the flow u from the pump.
The simulation scenario for 0 <t < 140 used when simulating the system is the following:
•

t=0: System starts at rest and the disturbance d starts to act on the system.

•

t=40: A communication outage occurs between controller and actuator so the POC is activated.

•

t=80: Communication is restored so the controller drives the system back into rest.

Since the deterministic and stochastic methods are designed for different types of disturbances, the
disturbance will be chosen accordingly. That is, when simulating the POC derived using the
deterministic method a piece‐wise constant deterministic disturbance will be used and when
simulating the POC derived using the stochastic method a stochastic random‐walk disturbance
will be used.
As a comparison to the POC simulations under the above scenario we will also show the closed‐
loop response of the system affected by the same disturbance, i.e., show how the system would
have reacted to the disturbance if no outage had occurred. This will be referred to as loss‐free
behavior and the signal trajectories of this system are referred to as the loss‐free trajectories.
3.6.2

Simulation Evaluation of Deterministic Synthesis

Let us study the POC synthesized using the deterministic method and simulate it according to the
given example. We start by simulating the POC and then compare these results with simulations
of the zero and the hold POCs.
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The system response with the nominal deterministically derived POC is shown in the figure
below. This POC is obtained when the internal model of the POC is chosen as the true system. The
predicted trajectory follows the loss‐free trajectory during the outage up until t=60 when the
disturbance changes. This is the best we can do since we can only follow the loss‐free trajectory
that was observed prior to the outage. As the disturbance changes so does the loss‐free trajectory.
However since communication is lost the POC cannot detect this change of the loss‐free trajectory
since it cannot measure it. When communication is restored the controller can use a small input
correction term to recover the loss‐free system behavior. We note that the settling time for the loss‐
free system and the system using this POC are almost identical.

Figure 3.5. Comparison of nominal deterministically synthesized POC behavior (solid dark)
with loss‐free behavior (dashed) under disturbance d (solid light) and outage (greyed)
3.6.3

Hold POC and Zero POC

The hold POC system response can be seen in Figure 3.6. The hold POC initially, for the first few
samples after the outage, manages to keep the system quite close to the loss‐free trajectory.
However, after these initial samples the system trajectory starts growing away from the set point.
When communication is restored the controller needs to use a large control signal to recover the
loss‐free system behavior.
The response for the system with the zero POC can be seen in Figure 3.6. As seen, when the outage
occurs, the system output starts to grow rapidly, taking the system far away from the desired set
point. As a consequence of the large perturbation caused during the outage the controller has to
use a large control signal to recover the loss‐free system behavior once communication is restored.
3.6.4

Simulation Evaluation of Stochastic Synthesis

We now move on to the POC given by the optimal stochastic method. As with the
deterministically derived POC we simulate it on the given example and under the given scenario.
However, here the disturbance is given by a stochastic random walk process. Deriving the POC for
this system using the optimal stochastic method, the POC will be a system with 13 states.
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Figure 3.6. Comparison of hold and zero POC behavior (solid dark) with loss‐free behavior
(dashed) under disturbance d (solid light) and outage (grayed)
The resulting simulated behavior of the closed‐loop system with this POC is shown in Figure 3.7.
At time t=0 the POC is initialized to have the same state as the true system and the prediction is
perfect. However at the same instant the disturbance starts acting and the system states start to
diverge. As a result, so does the estimation error. Effectively what now happens is that the POC
starts to estimate the variance of the random‐walk disturbance via the internal model. At t=40,
communication between the controller and actuator is lost, hence so is the feedback into the
predictor, and the POC starts to evolve in open loop predicting the control signal. If the state
estimate in the POC has converged the prediction will be perfect, as long as the disturbance does
not change under the outage. However, if the estimate has not fully converged and there is noise,
as is the case in this example, the prediction will start to diverge. Still, one can observe that the
prediction error is small for the first 15s resulting in a very small deviation in the output compared
to the loss‐free case.
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Figure 3.7. Comparison of optimal stochastically synthesized POC behavior (solid) with loss‐
free behavior (dashed) under disturbance d (dotted) and outage (grayed)
3.6.5

Simulation Evaluation of Reduced Order POCs

We will now show simulations of the system where the POC has been approximated by a lower
order POC using approximation in the Hankel norm for the POC in the given example. We recall
that the optimal stochastic POC is of order 13. Here we evaluate reduced order approximations of
order r=3 and r=1 on the same simulation scenario as for stochastic method case, one gets the
results in Figure 3.8.
At t=0 the system starts at rest in the origin and the reduced POCs are initialized accordingly. As
before the disturbance starts to act on the system immediately, causing it to diverge and the POCs
start estimating the states. The state associated with the disturbance model will now, apart from
the disturbance, accommodate the errors due to the model reduction. When communication is lost
at t=40 the POCs will as before evolve in open loop predicting the control signal.
Studying the reduced POC of reduction order r=3 in Figure 3.8 and comparing it with the optimal
stochastically derived POC in Figure 3.7, we see that its prediction error is larger, although the
difference is not significant. In fact, the output tracking performance for the reduced POC with r=3
is almost identical to the optimal stochastically derived POC in Figure 3.7.
If we instead study the reduced POC of reduction order r=1 in Figure 3.8, we see that the
prediction error as expected is larger than for the reduced POC of reduction order r=3, this is due
both to the model approximation error and the fact that the estimator has not fully converged
when the outage occur.
3.6.6

Hold and Zero Approximation

The hold and zero POCs can both be viewed as crude approximations of the optimal POC. The
resulting simulations of these two methods over the studied scenario are shown in Figure 3.9.
The response of the hold POC here is similar to the hold POC in the deterministic method scenario.
We see that for the first few samples after the outage the trajectory is kept close to the loss‐free one.
But as before it will after a few samples start to deviate. The zero POC, as in the deterministic
method scenario, will cause the system output to grow rapidly away from the desired value when
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the outage occurs. The prediction error during the outage causes the controller to apply a large
control signal when communication is restored, in order to stabilize the system.

Figure 3.8. Comparison of Hankel reduced
POC behavior (solid) with loss‐free
behavior (dashed) under disturbance d
(dotted) and outage (grayed)

4

Figure 3.9. Comparison of hold and zero
POC behavior (solid) with loss‐free
behavior (dashed) under disturbance d
(dotted) and outage (grayed)

Simulation of WirelessHART based systems

Providing a solution for a complex wireless system (TDMA based, in general, or WirelessHART, in
special) raises several design issues, some of them illustrated in the previous section.
The application of theoretical results in practice, again from a large perspective, does raise also
questions on the verification of the designed system. Implementing directly solutions in the actual
context may be extremely costly when un‐identified design errors are present.
As already illustrated, scheduling of control applications over WirelessHART networks is not a
direct task. Both communication and control timing aspects have to be balanced and appropriately
located in the described time context. An additional difficulty comes when multiple networks, or a
large number of elements (sensors, actuators, control loops) are considered.
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As a support for the designer of such systems, a WirelessHART simulator is defined in this section.
The whole operational network (devices) and control features (loops) can be organized in the time
slots particular to the selected protocol, and the results of their relative scheduling (regardless of
algorithm) can be visualized and verified. Errors such as same slot / same network events, wrong
activity sequencing (for instance, actuation Æ control Æ sensing), as well as incorrectness of loop
assignments (sensor “group”, control, actuator “group”) are observed and notified by the tool.
Further, a restricted functional simulation (not containing real time values to the controlling tasks)
is executed, allowing the designer to observe the high level behavior of the system.

4.1

Requirements and restrictions

The general and main requirement of the work is the realization of a WirelessHART simulator that
will support the specification of the network, and finding appropriate scheduling solutions and it
is able to provide a visual result of the system execution.
The simulator is based on the TrueTime package for Matlab environment (see [10,11,12]).
The (constrained) set of requirements for the simulator development are presented as follows.
1. Allow user to define the size of the network (i.e. number of SuperFrames, sensors,
actuators, control loops) and placement of each network device on user defined location.
2. Design a User Interface for the Simulink model, which allows user to define the
communication time slot for each device of interested SuperFrame.
3. Present the results on the User Interface and on Simulink plot.
4. The network is a single hop mesh (hence, a “star” topology)
5. Show the communication between the field devices and the gateway, single hop with one
channel offset.
6. Show two way communications between field devices and the gateway considering only
one channel offset.
7. Show Table giving the statistics of each time slot of each SuperFrame.
8. Show scheduling plot of Simulink model with user defined inputs.

4.2

Realization
The operational architecture of the User Interface follows the linear representation in the
figure below.
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Figure 4.1: The architecture of User Interface
In Figure 4.1:
1. The user defines the number of SuperFrames and the length of each SuperFrame in the
network.
2. The user defines the number of sensors and actuators in the network and the number of
control loops in the controller.
3. The user defines the dependencies between network elements: input “group” (sensor ids)
and output “group” (actuator ids) for each control loop.
4. The block supports the scheduling of every device in the network, by assigning a time slot
within an appropriate (desired) SuperFrame.
5. The user may observe the status and the details related to each time slot from all the
SuperFrames.
6. The user observes the scheduling information e.g. <<successful>> or <<errors>> and/or
<<warnings>>.

4.3

Element models

In order to be able to provide a solution to the task at hand, appropriate models have to be
conceived for employment in the environment (Matlab/Simulink) and in the context (the
simulator). In the following we provide brief descriptions of these models.
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The process. The process plant (Figure 4.2) is a very simple “device” in the context of the
simulator. It reads data from the actuator, it updates the process with the specified control
command(s) and it writes data to the sensor.

Figure 4.2: Flow Chart‐ Process Plant working information

The sensor. The sensor device provides the connection between the process and the system. The
operation of the sensor is illustrated in Figure 4.3.
The sensor data is transmitted to the gateway if the current time slot is reserved for the source
device. Before the message is transmitted, its type is also needed to be defined in the
corresponding message field, such that the destination is able to differentiate messages sourcing
from different devices.
The actuator. The actuator task (Figure 4.3) is segmented in three case segments. In the first
segment, the actuator task fetches data from the mailbox if the current time slot is reserved for the
actuator node. Next, the actuator writes data to the process plant in analog form. In the third
segment, actuator task is released.
The controller. The controller task (Figure 4.5) is segmented in three case segments. In the first
segment, the controller reads data from the gateway channel (depending on the dependency input
signal array from the user). In the second segment, the controller calculates the control signal for
the received data and writes the control signal back to the gateway channel (depending on the
dependency output signal array from the user).
The timing assumption is that the control task is to be finished well within the limits of a
communication slot (10ms). This is a realistic assumption in the given context [10].
The gateway. We organize the gateway as a two task module. One is responsible for receiving the
messages from the network and delivers them further to the controller. The second task receives
control information from the controller and sends it further into the network. Hence, we have a
“gateway as receiver” – an aperiodic task, and a “gateway as transmitter” – a periodic task, two
sub‐modules of the actual gateway device. We analyze them in the next paragraphs, separately.
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In addition, the gateway is thought to have a mailbox for every sensor / actuator node. Mailboxes
work as buffers for the device. Messages are put in appropriate mailbox based on ‘message type’.

Figure 4.3: The flowchart of the sensor task

Figure 4.4: The flowchart of the actuator
task

The gateway module has also to have knowledge about the schedules of transmission (of all
network devices) and reception, which are collected from specification (text) files – provided with
the use of the User Interface.
Gateway as receiver (Figure 4.5) is event driven task of the gateway which wakes up when the
gateway receives any message on the network as defined earlier. The task is divided in three
segments. In the first segment, we check if the time slot is reserved for the gateway receiver. If yes,
then we try to fetch data from the mailbox and, in the next segment, we write the data to the
controller, to get back the required control signal from the received data value over the network. In
the third and last segment we finish the execution of the current task.
Gateway as transmitter (Figure 4.7) is the periodic task of gateway which wakes up after every
0.01s. The task reads data from controller and transmits it to the either of actuator nodes.
The communication cycle. The Figure 4.8 shows the flowchart of one complete communication
cycle starting from the sensor reading data from the process plant, to the actuator writing the value
of control signal to the process plant.
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Figure 4.5: The flowchart of the
controller task.

Figure 4.6: The flowchart of the gateway
task, as receiver.
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4.4

The Simulink model of network design

Figure 4.9 illustrates the schematic diagram of an example network system with 5 sensors, a
gateway, one controller and 5 actuators. The diagram is built in the Matlab / Simulink
environment. The upper right side blocks represent the sensor nodes, labeled “Sensor1”,…,
“Sensor5”. The upper left side blocks represent actuator nodes, labeled “Actuator1”,…, ”
Actuator5”.
The “TrueTime wireless network” library block is defined in more detail in Figure 4.10. The
diagram represents the 11 nodes in the network. The input signal into the ‘Snd’ port represent the
number of WirelessHART based signals which are transmitting. In Figure 4.10, x, y and z can be
used to represent the location of each node in 2‐D and 3‐D. The “TrueTime wireless network”
block allows us to define the amount of noise for each device in the network. The “Rcv” output
indicates the number of signals to be transmitted through the network. The “Loss” signal signals
the number of the lost signals during wireless communication (visible at the command prompt
window).

4.5

Design and Implementation of User Interface

The user interface should allow the user to define the input arguments as follows.
• Allow the user to choose number of SuperFrames in the network without any constraints
•

Allow the user to define the length (number of time slots) of each SuperFrame.

•

Allow user to define number of sensors, actuators and control loops in the network.

•

Allow user to reserve time slots for each sensor in any SuperFrame.
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Figure 4.7: The flowchart of the gateway
task, as transmitter.

Figure 4.8: The flowchart of one complete
communication cycle.

•

Allow user to reserve time slots for each actuator in any SuperFrame.

•

Allow user to reserve time slots for each control loop in any SuperFrame.

•

More than one time slots can be reserved by any sensor, actuator or control loop in more
than one SuperFrame.

•

There should be also possibility to remove the selected time slots by any device in the
network.

•

Allow user to define and delete dependency input and output for each control loop.

•

Allow user to define the duration (time slots) of each control loop.

•

Allow user to see statistics of time slots in each SuperFrame.

•

Allow user to see detailed statistics of all scheduling errors and warnings by each device in
the network

The resulting User Interface is shown in Figure 4.11. Figure 4.12 illustrates the health report
window, containing errors and warnings related to the networked system design. Sensors,
actuators and the gateway are considered network devices, whereas the controller is not.
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Figure 4.9: Screen shot of the Simulink model of WirelessHART based network system.
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Figure 4.10: Screen shot of the internal design of the “Wnet” block.

Figure 4.11: Screen shot of the User Interface layout.
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Figure 4.12: Screen shot of the health report with status of scheduling.
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5

Integration of WirelessHART networks with legacy (wired) systems (via
Modbus TCP/IP)

One of the requirements necessary in most of the technological updates or dramatic changes is the
accommodation of the existent, legacy (sub)systems within the new framework. SOCRADES does
not deviate from this rule. In the project and the present workpackage context, we deal with the
integration of wireless technologies within the existing wired systems.
As a possible support for the demonstrator of task 4.5., we provide in the following a solution to
interfacing a WirelessHART network with a Modbus network. In the approach to the problem, we
have resorted to the implementation of an own implementation of a gateway WirelessHART
ÅÆModbus TCP/IP (from now on, referred only as “Modbus”). This, in order to provide a result
tailored to the immediate needs of the project, and while commercial products start appearing
[http://www.automation.com/content/wireless‐hart‐multidrop‐communication‐gateways].
While the solution as such was not eventually possible to be employed in the actual demonstrator,
the approach and implementation remain valid, and are available to use when WirelessHART
networks will become possible to deploy.

5.1

MODBUS

The Open Systems Interconnection reference model, well‐known as OSI model, is an abstraction
for layered communication. It basically divides the network architecture into seven different layers
(Figure 5.1).

Figure 5.1. The OSI Layered model
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A layer can be viewed as a set of conceptually similar functions providing a number of services to
the layer above it and receiving other services from the layer below it. MODBUS is a messaging
protocol positioned at level 7 of the OSI model, the application layer. Its main goal is to allow
client/server communication between devices which use different types of buses or that are
connected to different networks. It was developed in the 1979 by PLC manufacturer Modicon, now
part of Schneider Electricʹs Telemecanique.
The MODBUS communication interface released by Modicon was intended as a multidrop
network based communication over a master/slave architecture (Figure 5.2). The actual
communication between MODBUS devices was achieved by using messages whose structure was
released as an open standard. The first versions of the MODBUS interface ran on the RS‐232 serial
communication interface for computers and devices. Due to the needs of longer distances and
higher speeds of communication, the RS‐232 was later replaced by the RS‐485, which also provided
the possibility of a real multi‐drop network.

Figure 5.2. An example of a MODBUS network architecture.
The MODBUS protocol soon became a de‐facto standard for industrial networks thanks to its
goodness, flexibility and simplicity. These characteristics encouraged a large number of vendors to
implement the MODBUS messaging system on their devices.
5.1.1

Protocol description

The MODBUS communication interface is based on messages whose format does not depend on
the chosen physical interface. A MODBUS device can communicate with several devices at once,
even if their interfaces differ from each other.
On simple serial communication physical interfaces like RS‐232 and RS‐485, the messages are
exchanged in a plain form over the network that is dedicated to the MODBUS communication. In
the case that the communication involves more complex network systems, such as TCP/IP over
Ethernet, the messages are embedded in packets following the format requested by the physical
interface. This is the case in which MODBUS and other different connections can share the same
physical interface, which is no more dedicated to the single MODBUS. Embedded or plain, the
MODBUS messages have always the same structure which is composed by four basic elements:
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‐

Device address ‐ It specifies the address of the receiver

‐

Function code ‐ It defines the message type:
o 01: Read coil status: a coil is a discrete output value and this function can be used to
read the status of such an output
o 02: Read input status: input values are read in the same way as the status of coils,
but using this function instead
o 03: Read holding registers: holding registers are used to store internal values of a
device. This function allows to read one or more holding register values from a
specified slave
o 04: Read input registers: input registers are read‐only values which can be read
through this function
o 05: Force single coil : a coil value can be either read or written. This function is used
to force the value of a single coil
o 06: Preset single register : an holding register value can be either read or written.
This function is used to write the value of a holding register
o 07: Read exception status: it can be used to request the exception status of a slave
device
o 15: Force multiple coils: as the function 05, it forces coil values, but itʹs used to
operate on multiple coils at the same time
o 16: Preset multiple registers: as the function 06, it presets holding register values,
but itʹs used to operate on multiple holding registers at the same time
o 17: Report slave ID: it is used to retrieve the ID of a selected slave device

‐

Data ‐ It represents a data block with some additional information
o Error check ‐ It is a CRC‐32 error check code which results in an infinitesimal chance
of undetected corruption to a request or response message

Function Code and Data compose the Protocol Data Unit (PDU), that, together with the Device
Address and the Error Check compose the Application Data Unit (ADU) ‐ Figure 5.3.

Figure 5.3. MODBUS frame composition.
A MODBUS communication session is always started by the master device which sends a message
to a specified listening slave device that performs the requested operation and answers to it. Since
there can be more devices in the same network, the address in the message header defines the one
who should respond to it so that it can be ignored by the others. The MODBUS protocol defines a
simple PDU which is kept independent from the underlying communication layers. The
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information, about the specific network on which the MODBUS protocol has to be mapped, can be
given by additional fields on the ADU. The master device, initiating a MODBUS communication
session, builds an ADU that establishes the format of the request. The function code element tells
the slave device what kind of operation has to be performed in order to satisfy the request; sub‐
function codes can be used for defining multiple actions. The data element contains information to
be used to perform the operation specified by the function code. While the function code element
must be not empty, the data element can be nonexistent for certain requests. The slave device
performs the operation specified by the function code in the requestʹs ADU, and it uses the same
value to indicate either an error‐free response, by sending back the original function code value, or
an erroneous one, by sending back a code equivalent to the original function code but turning its
most significant bit to logic 1.
5.1.2

The data model

As every other communication protocol, also the MODBUS has its own data model. It is basically
composed by a set of tables with different characteristics.
We will consider only the four tables of our interest, which are:
‐

Discrete input ‐ it is a single bit read‐only type that can be provided by an I/O system.

‐

Coil ‐ it is a single bit read‐write type that can be alterable by an application program.

‐

Input register ‐ it is a 16‐bit read‐only word that can be provided by an I/O system.

‐

Holding register ‐ it is a 16‐bit read‐write word that can be alterable by an application
program.

The four tables can be viewed as one overlaying each other since the difference between inputs
and outputs, as well as between bit‐addressable and word addressable, does not imply any
additional application behavior. All the data handled via MODBUS has to be located in the device
application memory, but it does not mean that the physical address memory has to match the data
reference; the only constraint to be satisfied is that data reference has to be linked with the actual
physical address. MODBUS uses unsigned integer starting at zero as logical reference numbers.
5.1.3

A MODBUS library in C: libmodbus

Libmodbus is a shared library written in C and specifically developed, under LGPL license version
3, for GNU/Linux and MacOSX. It provides functionalities that allow the development of both
slave and master applications in respect to the MODBUS protocol established by Modicon. It
allows the implementation of both RTU and TCP communication, and provides all the MODBUS
functions. Moreover, it gives structures for the storage and manipulation of data in respect to the
MODBUS data model.

5.2

The Dust Network Manager

Dust Networks is a company which focuses on design and manufacture of wireless sensor
networks for industrial solutions. It was founded in 2002 by Kris Pister, who started the Dust
project in 1997 at UC Berkeley, in collaboration with a team of dedicated engineers. Dust
Networksʹ embedded wireless networking products (SmartMesh) provide customers with robust
wireless information gathering systems that give better visibility and control of the connected
physical world. These products aim to decrease the customersʹ time to market and to give end
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users complex sensors and robust wireless information‐gathering systems that decrease the
installation costs and increase the efficiency of the operations.
SmartMesh products are considered particularly suited for industrial monitoring and control
solutions that have specific needs concerning high reliability and flexibility. Within the wide range
of SmartMesh products, the IA‐500 family of standards‐based wireless sensors networking systems
has been chosen for our project, due to its compatibility with the WirelessHART standard. These
products combine the Dust Networksʹ robustness together with the industry‐leading low‐power
radio technology to provide complete embedded WirelessHART solutions.
A SmartMesh‐enabled network is composed by a network of motes (remote sensors), a SmartMesh
manager that configures and manages the network and client applications that interact with the
network through the manager. The communication between the client application and the
SmartMesh manager [13] is based on a mixed XML‐RPC/XML protocol.
5.2.1

XML‐RPC Communication Protocol

XML‐RPC [23] is a communication protocol based on XML‐encoded remote procedure calls (RPC)
over HTTP transport mechanism. It was introduced in conjunction by UserLand Software and
Microsoft in 1998. XML‐RPC is probably the simplest web service approach and lets the developer
to make function calls across networks. The power of this protocol is the combination of three
standards, the communication architecture (RPC), the vocabulary (XML), and the transport
mechanism (HTTP). XML‐RPC is a good way for establishing many types of connection between
computers as well as between different devices. In our case it will be used for the interaction
between the Dust manager and the communication manager application.
5.2.2

XML‐RPC Protocol Description

In this section we will go through the XML‐RPC protocol in terms of the requests and responses
required to invoke computations on a remote device using XML through HTTP. More precisely we
will give a description of the XML‐RPC library we used to create this kind of connection: xmlrpc‐
C, which is a programming library for writing XML‐RPC servers and clients in C. The RPC
architecture on which the protocol is based, implies the presence of two parties: a calling process
(client) and a called process (server). The client uses procedures that a server provides at a certain
HTTP URL. In our case the Dust Manager will act as server while the communication manager
application will act as client invoking procedures that operate on the Dust Network, through the
Dust Manager. An XML‐RPC message is an HTTP‐POST request (Figure 5.4) whose body is
written in XML. It contains the name of the invoked method within the XML tag
<methodName></methodName>.

Figure 5.4. XML‐RPC Request Example.
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5.3

Functional Requirements

The functional requirements specification is a formal documentation that we will use to describe
the applicationʹs intended capabilities, from a pure behavioral point of view. It will explain what
the application is intended to be able to do and how different components are supposed to interact
with each other.
F1 ‐ Client side in the WirelessHART network: the application will have to be able to act as client in
a WirelessHART Network by interacting with the Dust Network Manager.
F1.1: Connect to the WirelessHART network through the Dust manager. The application
has to be able to create, manage and close a connection to the WirelessHART network by
interacting with the Dust manager.
F1.2: Send read requests to the Dust manager. The application must be able to send
requests to the Dust manager asking for information about network and connected motes.
F1.3: Send write requests to the Dust manager. The application must be able to send
requests to the Dust manager asking for changes of information regarding network and
connected motes.
F1.4: Receive replies from the Dust manager. The application must be able to receive replies
from the Dust manager during both the connection phase and the interaction with the
network (read requests).
F1.5: Listen for events from the Dust manager. After completing the connection phase, the
application must start listening for events coming from the network through the Dust
manager. It must be continuously listening until the connection to the network is closed.
F1.6: Handle events received from the Dust manager. Whenever an event from the network
reaches the application side, it must be handled by the application itself in a proper way.
This operation might imply operations to be performed by the MODBUS slave side of the
application (see F3 ‐ Interaction between the Dust client and the MODBUS slave).
F1.7: Handle Dust communication errors. The application must be able to handle
communication errors since the early connection phase.
F1.8: Polling requests about the network configuration. The application must be able to
keep always updated information about the status of the devices connected to the network
by polling requests about the network configuration to the Dust manager.
F1.9: Keep reliable information about the devices. The application must keep reliable
information in the shared memory about the devices connected to the network.
F2 ‐ MODBUS slave interacting with the 800xA System (MODBUS master): the application
will have to be able to act as slave in a MODBUS connection to the 800xA System, which
will act as master.
F2.1: Listen for incoming connection requests from the MODBUS master device. Once
started and connected to the Dust Network, the application must start listening for
incoming connection requests from the MODBUS master device.
F2.2: Handle connection requests from the MODBUS master device. Whenever it receives a
connection request from a MODBUS master device, the application must be able to grant
the permissions and create the actual connection.
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F2.3: Listen for requests from the connected master device. Once the connection between
the application and the MODBUS master device has been correctly established, the
application must start listening for requests from the MODBUS master device.
F2.4: Handle read requests from the connected master device. The MODBUS master device
may send read requests (e.g. polling read requests) to the application, which has to be able
to access the MODBUS data memory slot and return the right values.
F2.5: Handle write requests from the connected master device. The MODBUS master device
may send write requests to the application, which has to be able to access the MODBUS
data memory slot and perform the requested operation on it.
F2.6: Handle MODBUS communication errors. The application must be able to handle
communication errors since the early connection phase.
F3 ‐ Interaction between the Dust client and the MODBUS slave: the application will have
to be able to perform MODBUS operations while handling Dust events and polling
configuration requests.
F3.1: Listen concurrently for MODBUS requests and Dust events. The application must be
able to concurrently listen for and handle MODBUS and Dust requests while polling
network configuration requests.
F3.2: Update MODBUS stored data in response to Dust events. Events received from the
Dust manager might imply a modification in the MODBUS data. The application must be
able to perform MODBUS data manipulation even during the handling of Dust events.
F3.3: Ask for updating in the Wireless network in response to MODBUS write requests.
MODBUS write requests from the MODBUS master device might imply a modification in
the Wireless network. The application must be able to ask for network, or motes,
modification required after MODBUS data changes.
F3.4: Initialize the MODBUS data memory slot. Once the application establishes a
connection to both Wireless network and MODBUS master, it must be able to initialize the
MODBUS data memory slot using the information received from the Dust network
configuration.
F3.5: Handle the MODBUS data memory slot. The application must be able to read/write
MODBUS data from a memory slot which will be shared between read and write functions.
F3.6: Handle access rights to the MODBUS data memory slot. Since the access to the
MODBUS data memory slot could be requested by several functions at the same time, the
application must be able to manage the access rights.
F4 ‐ XML handling: the application must be able to handle XML documents.
F4.1: Parse an XML document. The application must be able to parse and generally handle
XML documents since Dust communication is based on a mix XML‐RPC/XML protocol.
F4.2: Recognize Dust notifications. While parsing the XML document, the application must
be able to distinguish between event and data notifications from the Wireless network in
order to perform the right operations in response to them.
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5.4

Extra‐Functional Requirements

The extra‐functional requirements specification is a formal documentation that we will use to
describe in details the intended quality attributes of the application under development.
R1: Reliability of data in the shared memory. A reply to every request regarding the network
configuration must be received at latest within 1 second, otherwise the data stored in the
shared memory cannot be trusted and be available. The system achieves this requirement
using an alarming system.
R2: Shared memory race‐conditions‐free access. The right to be accessed must be granted at one
function at time in order to avoid race‐conditions. It is achieved by the system through a
mutex lock system on the shared memory that must be used by every function which asks
to access the shared memory: if a function is accessing the memory, then it is locked and
can not be accessed by another function until the lock is released.

5.5

Conceptual Design

The conceptual design phase aims to build a model (Figure 5.5) of the application under
development, from a conceptual, non‐detailed point‐of‐view. This means that it will show which
are the applicationʹs main components and how they interact both with each other and with the
external world. Since the model represents simply an idea about the application structure, no
formal languages have been used to build it.

Figure 5.5. The conceptual model.

From the model, the following elements can be identified:
‐

Communication Manager Application ‐ this element represents the actual application
under development and it can be considered a bridge between the 800xA System and the
WirelessHART network. The application is composed by the following components:
o MODBUS Slave Unit: this set of variables and functions will compose the MODBUS
slave unit that will act as slave in the MODBUS/TCP master/slave connection to the
800xA System (master device).
o Dust Client Unit: this set of variables and functions will compose the Dust client
unit that will act as client in the server/client connection to the WirelessHART
network, through the Dust Manager (server).
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o MODBUS Data Shared Memory: this set of variables and functions will handle all
the issues concerning the shared memory slot for the storage of MODBUS data. It
will be used for read/write requests by the MODBUS master (e.g. 800xA System) as
well as for the updating operations derived by modifications at the WirelessHART
network.
o XML Manager: this set of variables and functions will manage the XML documents
used for the communication between the application and the Dust Manager.

5.6

‐

800xA System ‐ this element represents the MODBUS master device that will be connected
to the slave application under development.

‐

WirelessHART Gateway/Dust Manager ‐ this element represents the Dust Manager that
will act as server in the server/client connection between the WirelessHART network and
the application under development.
Structural Design

Driven by the conceptual model of the application, a more accurate and detailed design phase was
carried out: structural and behavioral design using UML as modeling language. In this section the
structural design will be described in details together with the derived UML design model (Figure
5.6).

Figure 5.6. The structural model in UML.
The communication manager application system is composed by the following components:
‐ MODBUS Slave Thread. The MODBUS slave unit has been thought as a thread in order to be
able to perform operations at the same time as the Dust client unit. This design element
represents the set of functions and variables that will compose the MODBUS slave thread,
responsible for the communication with the MODBUS master devices. It directly interacts
with the Connections Handler, which handles the connections, and the Shared Memory
Handler, which handles the MODBUS data in the shared memory slot.
‐ Dust Client Thread. As well as the MODBUS slave unit, also the Dust client unit has been
thought as a thread in order to be able to perform its operations in parallel with the
MODBUS slave unit. The Dust client thread gives birth to two different threads:
51/65

D4.3 Procedural Support for Implementation
V1.0

‐
‐
‐

5.7

o Polling Thread: it is in charge of polling requests to the Dust manager regarding the
information about the devices connected to the network in order to have it always
updated and reliable in the shared memory.
o Notification Thread: it is in charge of all the other operations concerning the
WirelessHART network management.
Connections Handler. This element represents the set of functions and variables that handles
the two connections: via MODBUS and via Dust.
Shared Memory Handler. It is composed by a set of variables and functions that are in charge
of managing the shared memory slot for MODBUS data about the WirelessHART network.
XML Manager. It is the set of variables and functions that parses and tokenizes the XML
documents in order to extract specific tags and values.
Behavioral Design

The natural step after the structural design phase is the behavioral design phase that is driven by
the requirements specification previously described. In this phase the expected behavior of the
application is formally modeled by using UML sequence diagrams and following what expressed
in the requirements specification. Each modeled feature will be mapped on the related functional
requirements.
The behavioral design phase led to the creation of the following UML sequence diagrams:
‐ Start Application ‐ this diagram shows the steps performed by the application when it gets
started. The user launches the application which, through the Connections Handler
module, connects to the WirelessHART network by the Dust client thread and asks for the
configuration of the network in terms of connected motes. The information received by the
network will be processed by the XML Manager functions and given back to the
Connections Handler module which stores it in the shared memory slot properly
initialized. After the completion of this operation, the Connection Handler module passes
the control to the Dust Client and MODBUS Slave threads which will continue the
execution. The functional requirements mapped on this behavioral model are: F3.4, F3.5,
F3.6, and F4.1.
‐ MODBUS Slave initialization ‐ When the application have been started and the shared
memory initialized, the control passes to the MODBUS Slave and the Dust Client threads.
This diagram shows how the MODBUS Slave Thread is initialized in order to start its
execution. The Connections Handler module gives the control to the MODBUS Slave
Thread which starts listening for incoming connection requests from MODBUS master
devices. When a request arrives, it handles it by either accepting or refusing it. In case of
acceptance, it establishes a connection to the MODBUS master device and starts to listen for
incoming queries from it. The functional requirements mapped on this behavioral model
are: F2.1, F2.2, F2.3, F2.6 and F3.1.
‐ MODBUS read request ‐ After established a connection to the MODBUS master device, the
MODBUS slave thread module starts listening for queries. This diagram shows how the
module handles an incoming read request. The MODBUS slave thread module idles by
listening for MODBUS queries from the connected MODBUS master device. When a read
request arrives, the module asks the permission to read the shared memory slot, and if
granted, it reads the required information. The shared memory is not needed anymore, so
the module unlocks it and answers the MODBUS master device with either the read values
or an error code. The query management has been completed and the MODBUS slave
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thread module starts again to listen for new incoming requests. The functional
requirements mapped on this behavioral model are: F2.4, F2.6, F3.1, F3.5 and F3.6.
MODBUS write request ‐ After established a connection to the MODBUS master device, the
MODBUS slave thread module starts listening for queries from it. This diagram shows how
the module handles an incoming write request. The MODBUS slave thread module idles by
listening for MODBUS queries from the connected MODBUS master device. When a write
request arrives, the module asks the Dust Client Thread module to write the update the
network information with the values got from the MODBUS master device. It asks, then,
the permission to access the shared memory slot, and if granted, it writes the new values.
The shared memory is not needed anymore, so the module unlocks it and in case of errors
it sends back an error code to the MODBUS master device. The query management has
been completed and the MODBUS slave thread module starts again to listen for new
incoming requests. The functional requirements mapped on this behavioral model are:
F2.5, F2.6, F3.1, F3.3, F3.5 and F3.6.
Dust Client Thread Initialization ‐ When the application has been started and the shared
memory initialized, the control passes to the MODBUS slave and the Dust client threads.
This diagram shows how the Dust client thread is initialized in order to start its execution
concurrently to the MODBUS slave thread. The Connections Handler module passes the
control execution to the Dust Client Thread which, in order to interact with the
WirelessHART network, has to connect to the Dust network manager. This connection is
performed by two threads: the Polling and the Notification threads. The interaction with
the manager starts with an authorization request by the Notification Thread. If the
authorization is granted, then the module can start listening for notifications (event/data)
from the WirelessHART network, otherwise the Dust client thread cannot be started. In the
meanwhile, the Polling thread starts its job of keeping updated and reliable information in
the shared memory regarding the devices connected to the WirelessHART network. The
functional requirements mapped on this behavioral model are: F1.1, F1.4 and F1.7.
Dust Read/Write Requests ‐ The connection between the Dust client module and the
WirelessHART network has been established through the Dust network manager. The Dust
client can now forward read/write requests to the network. The following diagram shows
how the Dust client sends read/write requests to the network. Read requests might be
acknowledgments concerning the configuration of the network and the status of the
connected devices, while write requests might be modifications of the configuration itself
or packet transmissions to a specific connected device. The process followed to carry out
these operations is exactly the same, except for the contents of the request. In this diagram a
requester (e.g. the MODBUS client thread) desires to send a packet to a networkʹs
connected device. The Dust client will forward the request to the Dust manager that in
order to perform the operation, has first to check the client authorization. If the client is
authorized, the manager performs the operation and sends back a reply in XML. The XML
document is forwarded, then, to the XML manager module which parses it and returns the
actual values to the initial Requester. The functional requirements mapped on this
behavioral model are: F1.2, F1.3, F1.4 and F1.7.
Dust Notifications Handling ‐ The following diagram shows how the Dust client thread
module handles incoming notifications coming from the WirelessHART network through
the Dust network manager. Notifications can have two different shapes: event notification,
which represents an acknowledgement of some sort of modification, occurred in the
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network, and data notification, which notifies a modification of the data related to a
connected device. The Dust client module starts listening for incoming notifications right
after the connection to the network is correctly established. When a notification arrives,
embedded in a XML document, the Dust client module forwards it to the XML manager
module that will navigate and analyze the document. Depending on the type of the
notification (event or data), it returns the extracted values to the Dust client that might need
to request for an operation to be performed on the shared memory slot (note that the
operation will imply a shared memory lock/unlock procedure). The functional
requirements mapped on this behavioral model are: F1.4, F1.5, F1.6 and F1.7.
Polling Devices Information Requests ‐ The following diagram shows how the Dust client
thread module keeps reliable and updated information regarding the status of the devices
connected to the network. The information regarding the devices connected to the network
must be always reliable and updated in order to avoid erroneous decisions from the control
perspective. The polling thread performs continuously requests to the network and, when
needed, updates the information about the devices. It also ensures reliability of stored
information by keeping the replying time for the Dust manager below 1 second. If no reply
arrives within that interval, the thread puts the status of every device as ʹunavailableʹ since
it cannot ensure correctness of the actual status. The functional requirements mapped on
this behavioral model are: F1.7, F1.8 and F1.9. This behavioral model explains how the
system implements the extra‐functional requirement R1.
Implementation

The implementation is based on the requirements specification and driven by the design models,
both structural and behavioral, described in the previous sections. Due to compatibility and real
timeliness constraints, we decided to develop our application using C, a general purpose
programming language. Since its natural environment is represented by UNIX platforms, the
development has been carried out on a Linux environment (ver. 7.10 Ubuntu). In order to make the
application able to interact with the 800xA Controller system, through the MODBUS master, and
the WirelessHART network, through the Dust manager, we needed to include respectively the
MODBUS and XML‐RPC libraries in the environment, to be used for the code implementation.
The system was realized and tested in two configurations: laptop and MLink based – Figure 5.7.
The Mlink device is an ABB ruggedized embedded real‐time system running Linux. Its versatility
is hence quite high, but it is only employed as part of a larger system.
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Figure 5.7. The MLink device in a control system.
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6

Component based design for real‐time, wireless control systems

Distributed control systems consist of cooperating nodes carrying out sensing, control and
actuation. Middleware can be used the implement the infrastructure for communicating events in
such systems, offering services such as managing protocols. The increasing complexity of
embedded middle‐ware software calls for a new, more efficient design approach. A natural choice
is to use well‐established component‐based design; however, its adoption to design of embedded
software has been slow and riddled with difficulties. It can be argued that these problems are due
to the following peculiarities of embedded systems. Firstly, the tight integration between hardware
and software, typical for embedded systems, makes it virtually impossible to model and
implement software separately from hardware. Secondly, it is difficult to express timing
requirements, an intrinsic part of functionality of many embedded systems in dataflow
abstractions traditionally used in component‐based design. These observations are of utmost
relevance to the implementation of middleware onto distributed wireless control systems.
We propose to overcome these difficulties by introducing a uniform, consistent modeling of both
hardware and software and by integrating timing requirements into the model. We present a
modeling framework based on the notions of reactive objects and time‐constrained reactions,
which enables component‐based design of real‐time middleware for embedded systems. Within
this framework, functionality of both hardware and software components is defined in terms of
reactions to discrete external events, and timing requirements are specified for each reaction
relative to the event that triggered it, such as incoming sensor data or events of communication.

6.1

The modeling framework

Component‐based design relies on the existence of consistent and coherent models of individual
components that can be composed to model the whole system. Our modeling paradigm based on a
combination of event‐based, reactive, concurrent, and object‐oriented programming models that
provides a natural framework for specifying the behavior of hardware, software, and mixed
hardware/software components of an embedded system.
Event‐based modeling implies that interaction between the system and its environment, as well as
between components of the system is conducted by means of discrete events occurring at specific
times. The reactive approach allows us to specify functionality in terms of reactions to such events,
and since both input and output events are discrete, it is possible to impose time constraints on
these reactions, effectively integrating timing requirements into functional specification [14]. The
simplest way to specify such constraints is by defining the earliest and the latest reaction time
(baseline and deadline) relative to the time of the input event triggering the reaction. We will call
the time window between the reaction baseline and its deadline a permissible execution window
for this reaction (Figure 6.1.) and denote it as after tafter before tbefore doSmth, where tafter is the
period of time between the event and the baseline, tbefore is the period of time between the
baseline and the deadline, and doSmth is the invoked method.
Concurrency is inherent in hardware and is unavoidable in more complex software systems that
have to perform multiple tasks (react to multiple events) at the same time. It is important to reflect
this concurrency in the model of an embedded system. This gives rise to the problems of
synchronization and state protection. We address these issues by modeling and implementing
components using reactive objects [15]; we define that all mutable state variables have to be
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encapsulated within an object and only accessible via its methods. Reactive objects can be used as
units of concurrency by specifying that no two methods of the same object can execute
concurrently while any two methods of different objects can.

Figure 6.1. Permissible execution window for a reaction to an event.
Modeling complex systems requires using multiple levels of abstraction. We will distinguish the
following abstraction levels: system level, component level (which can include multiple sublevels
to accommodate a hierarchy of components), and object level, as depicted in Figure 6.2. In our
model, we will not try to include all information at each level; instead, the relationship between the
layers is one of a gradual refinement of the model where each next level contains more details.

Figure 6.2. Three abstraction levels of modeling: system level, component level (including
multiple sublevels to accommodate a component hierarchy), and object level. A system is
realized in terms of components, and each component is realized in terms of objects.

6.2

The System‐Level Model

At system level, the system is viewed as a black box, and the focus is on defining the boundary
between the system and its environment. Since embedded systems typically manifest a tight
integration between software and hardware, the system model should include both software and
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hardware, even if the hardware is given and is not developed as part of the design process. From
the modeling perspective, existing hardware parts can be considered either as a part of the system
or as a part of its environment. In this case, the system boundary should be defined so that it is
easy to specify system functionality in terms of reactions to input events as described below.
In component‐based design, the system’s interaction with the environment is typically described in
dataflow terms as input from the environment and output from the system (Figure 6.3).

Figure 6.3. Data flow model of system interaction with its environment.
However, to be able to define timing properties of the system, input and output should be
expressed as discrete events occurring at specific times, resulting in a reactive event‐based model.
Then system functionality can be defined as reactions to input events and timing requirements can
easily be described as constraints on these reactions. Output events constitute part of a system
reaction to an input event and can be divided into asynchronous (“write”) and synchronous
(“read”) events (Figure 6.4). Note that if some parameter in the environment is sampled by the
system, this can be reflected as an input in the dataflow model but as a “read” output event in the
event‐based model.

Figure 6.4. Event‐based system‐level model.

6.3

The Component‐Level Model

At component level, we use components to model the system. A component is defined as an
encapsulation of a part of system state and/or hardware resources, with a clearly defined interface
and functionality. Importantly, state variables and hardware resources must belong to only one
component and cannot be shared by two or more components (the question of allocating CPU
resources, i.e. processing time, to components will be addressed later). This definition allows for
hardware, software, and mixed hardware/software components. Each component can be specified
independently of the rest of the system in terms of time‐constrained reactions to input events.
Input events can either be external events originating outside the system, or internal events
originating in another component. Both input and output events can be asynchronous (“write”
events, one‐way interaction) or synchronous (“read” events, synchronization events, etc.). Note,
however, that external input events are always asynchronous (Figure 6.5). Unlike reactions to
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asynchronous events, reactions to synchronous events cannot have a permissible execution
window of their own, as they have to complete before the deadline for the component that posted
the synchronous event and awaits a response. Components can be organized hierarchically, when
a component is partitioned into subcomponents. Partitioning is governed by considerations such
as composability, reusability, ease of understanding.

Figure 6.5. Event‐based component‐level model.

6.4

The Resource Platform

A useful abstraction that can be built upon system partitioning into components is the notion of a
resource platform. The intuition behind it is that a number of components taken together can
present a certain basic functionality with a clearly defined interface that can be utilized by a whole
range of applications (Figure 6.6). A resource platform typically includes all hardware components
of the system, since they are the most difficult to change and may often have somewhat limited
composability, but it can equally well include mixed hardware/software components or software‐
only components that are used as resources by the applications. This gives us a clear separation of
the system into a resource platform and an application (embedded systems typically have only one
application, but it is possible to consider several applications sharing the same platform at
runtime). Note that since the separation into a platform and an application is performed at a
relatively high level of abstraction, a platform may have multiple instances, differing in the choice
of specific hardware and/or specific implementation of software. This approach allows for a fast
and efficient development of a number of applications for a certain platform while leaving enough
flexibility in platform implementation to perform optimizations in device size, cost, power
consumption, and performance.
At the lowest level, each component is modeled using reactive objects. A reactive object is a model
that can have one or several hardware and/or software instances; however, it cannot be
instantiated as a mixed hardware/software entity. The choice of implementation is made at this
level, so an object‐level model clearly specifies which objects should be implemented in hardware
and which in software (Figure 6.7).
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Both software and hardware objects react to external and internal input events and for each
reaction a permissible execution window can be specified relative to the time of the event (Figure
6.1.). External input events originate in the environment, and each type of event triggers a method
of a specific object.

Figure 6.6. Partitioning of a system into a resource platform and a software application.
The internal input events originate within the system; in the case when such events are both
produced and consumed by software objects, they can be viewed and implemented as messages.
Even events originating outside the system or in hardware objects can be translated into messages
if they are consumed by a software object. As any events, messages can be either synchronous or
asynchronous. In the latter case, a software object can also post a message to itself. Asynchronous
messages can be delayed by a certain amount of time defined relative to the baseline of the object
sending the message. This also allows encoding a periodic behavior by letting an object post a
delayed asynchronous message to itself. Synchronous messages return a value, and the execution
of the sender object is blocked until then; that is why reactions to synchronous messages cannot be
delayed and they always inherit the permissible execution window of the sender.
A software object encapsulates its state and provides methods to operate on it; a reactive software
object cannot block during method execution waiting for input. In our model, state protection is
absolute – all mutable variables have to be state variables in some object, and no access to state
variables is allowed except via methods of the object. Besides, no two methods of the same object
are allowed to execute concurrently but methods of two different objects can, resulting in an
object‐level concurrency model.

6.5

Implementation: The Timber Language

The reactive object model has been realized in the high‐level programming language Timber
primarily targeting embedded systems ([16]–[18]). Apart from being a programming language,
Timber can also be used for modeling software. Timber models are executable, i.e. they can be
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compiled to a subset of C using the Timber compiler, and then executed together with a Timber
run‐time system on a hardware platform. While our methodology does not require using Timber
for implementation of the models, there is a substantial advantage in using the same language for
modeling and implementation; for example, we avoid translating deadlines into thread priorities
which can be very difficult to verify. Timber is both a high‐level programming language for real‐
time systems and a formalism that can be used to verify a system’s functional behavior, timing
properties (complying with deadlines), liveness (absence of deadlocks), and termination of
computations.

Figure 6.7. Event‐based object‐level model. For each reaction, a permissible execution window
can be specified using the after ta before tb notation; absence of such notation indicates
inheritance of timing constraints. Input events to software objects originating in other software
objects are marked as messages; input events to software objects originating outside the system
or in hardware objects are translated into messages.
Let us briefly describe the relevant properties of the language:
• inherent support for reactivity: the system functionality is expressed in terms of reactions to
external events, with reaction defined as a combination of internal state updates and/or
system outputs. Each reaction can be comprised by a chain of reactions executed by different
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objects, some of them executed concurrently. Execution of a system reaction must be non‐
blocking, i.e. it cannot block waiting for an external input.
time‐constrained reactions: each reaction has a baseline (the earliest time when execution can
start) and a deadline (the latest time by which execution must have finished); it is possible to
schedule a reaction to start at some point of time in the future by setting its baseline relative
to the baseline of the reaction being executed. The timing requirements are preserved in the
application code at run‐time and can be used to guide scheduling.
object‐orientation: while constants (including global functions) can be defined at the top
level, mutable variables are only allowed within objects as state variables. State
encapsulation and protection are achieved by limiting access to these variables to the
methods of the object, and state consistency is easily guaranteed by always enforcing mutual
exclusion between the methods of the same object.
object‐level concurrency: Timber is a highly concurrent language with concurrency achieved
by allowing methods of any two different objects to be executed in parallel.
message passing between objects: Timber objects communicate by passing messages,
synchronous (when the sender remains locked and waits for the message to return), and
asynchronous (when the sender posts a message to another object or to itself, possibly with a
postponed baseline, and continues execution). Asynchronous messages lead to concurrent
execution of reactions.
Related Work

The modeling and implementation approach realized in the Timber language can be compared to
other solutions such as real‐time synchronous languages (Esterel, SCADE, Lustre, etc. [15]) and
time‐triggered languages such as Giotto [16]. However, they are substantially different even if they
can be seen as addressing the same design problems. For example, in synchronous languages,
concurrency in system behavior is eliminated in the course of implementation, leading to a further
separation between specification and model on one hand and implementation on the other hand.
In Giotto, the software is defined in terms of periodically executed tasks, reading inputs and
writing outputs at pre‐determined times, which is not particularly suitable for many embedded
systems that exhibit a clearly reactive behavior and is not applicable to modeling hardware.
Our design approach is also different from that developed in the Ptolemy project [19]. The Ptolemy
approach is a framework for assembly of concurrent components particularly suitable for
modeling distributed systems. Essential to it is the notion of an actor, embodying the concept of
active objects (as opposed to reactive objects). It can also be argued that the Ptolemy approach does
little to bridge the gap between models and implementation, which is achieved in Timber by using
executable models. Component‐based approach to design of (not necessarily embedded) real‐time
systems has been promoted by various extensions of real‐time UML profile [20],
with a number of tools already on the market (the most well‐known probably are Rhapsody [21],
ARTISAN Studio [22], and Rose‐RT [23]). However, these solutions do not feature a true
integration of timing requirements into functional specification, and do not completely solve the
problem of modeling of mixed hardware/software systems.
Another design approach specifically targeting embedded systems is platform‐based design [24].
This approach cannot really be considered component‐based, as it concentrates on the
methodology for separate development of a hardware platform, a system platform comprised by a
hardware platform and hardware‐software middleware (an API platform), and a software
62/65

D4.3 Procedural Support for Implementation
V1.0

application that is developed for a given system platform. This can be contrasted with our
approach where both a resource platform and a software application can be composed of multiple
components, and where a resource platform can be designed together with an application; even if
a platform is given, a model of the whole system is used to develop the software application. Our
definition of a resource platform includes not only hardware components, but also software and
mixed hardware/software components that can be utilized as resources by a range of applications.

7

Conclusions

The work in task 4.4. addressed aspects of design support for complex wireless network systems.
Part of the efforts concentrated on the novel communication protocols (wirelessHART), and others
on more generic topics.
The approach was also expected to support de activities in the forthcoming task 4.5., where a
WirelessHART network deployment was planned. Due to crucial factors external to the project,
such scenario did not materialized in the real‐life demonstrator. However, the results obtained
here are to be exploited in future design efforts, possibly requiring specific tuning.
We have presented a new methodology for compensating for communication losses in networked
control systems. The proposed Predictive Outage Compensator (POC) has been shown to give
significantly improved performance compared to previously used compensation schemes.
In particular, we derived two methods to synthesize a POC, one for SISO systems affected by
deterministic disturbances and one for MIMO systems affected by stochastic disturbances and
noise. Methods have also been developed to reduce the complexity of a POC by means of Hankel
norm approximation. Finally the different POCs where demonstrated on and compared on a
simulated tank system.
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