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Executive Summary
Integrating devices with business processes can bring benefits to enterprise applications.
In D6.2 we have investigated an approach to enable the integration of SAP Enterprise
systems with shop floor devices based on DPWS and in D6.3 we have presented initial
experiments. In D6.4 we have presented the initial specifications of the SOCRADES
Integration Architecture (SIA).
This deliverable (D6.5) includes the detailed specification of SIA that has been under
heavy development. It is considered to be an accompanying document enlightening the
developers and providing some easy understanding on the code implementation.
The role of SIA is to enable the ubiquitous integration of real‐world services running on
embedded devices with enterprise services. Web Service standards constitute the de facto
communication method used by the components of enterprise‐level applications, and for
this reason SIA is fully based on them.
SIA is split in two parts: A “local, on premise” part which features a Local Discovery Unit
(LDU) and is running at the local network that contains the devices to be integrated, and a
central system (anywhere on the network or even Internet) that hosts enterprise‐level
applications.
In the local subsystem at Device Layer there are several embedded devices that are
running various services. SIA is able to interact with devices using several communication
protocols, such as DPWS, OPC‐UA, REST, etc. SIA allows applications to subscribe to any
events sent by the devices, offering a publish/subscribe component that supports WS‐
Notifications. It also offers buffered invocations of hosted services on devices that are only
intermittently connected, by receiving notifications when the device becomes available
again or having the system cache the message and delivering it when the device is ready
to receive it. As such SIA is a vital component hiding and managing the complexity of
real‐world landscapes from the enterprise service developers, easing their tasks.
The key component that connects the local subsystem with the central one is the local
network discovery unit (or LDU). The LDU module Device Service Proxy scans the local
network for devices and reports their connecting and disconnecting to the central system.
It acts as an intermediary that provides uniform access to different classes of devices
through a set of platform‐dependent plug‐ins.
SIA has been continuously evolving during the project’s lifetime, as concepts and
implementation mature. We have demonstrated in a number of prototypes its usage as
well as its potential.
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1

Introduction

Traditionally, the systems of an enterprise controlling physical processes (like
manufacturing, logistics execution, energy monitoring, building automation, etc.) use
different standards for data and communication than its business software systems. We
see a paradigm change as the former breed of systems, increasingly adopt the standards of
the latter. It is expected that this trend will continue, while in parallel the number of
connected devices will explode.

Figure 1 ‐ The Cross‐layer Collaborative Future Factory Vision

As we are moving towards the ʺInternet of Thingsʺ, millions of devices will be
interconnected, provide and consume information available on the network and
cooperate. As these devices need to interoperate, Service Oriented Architectures (SOA)
seems to be a promising solution. The world market for technologies, products, and
applications alone that are related to the Internet of Things will increase significantly 3
from €1.35 billion to more than €7.76 billion in 2012, with average annual growths rates of
almost 50%). According to OnWorld, the global market for Wireless Sensor Network
(WSN) systems and services is expected to skyrocket to about $4.6 billion in 2011, up from
approximately $500 million in 2005. There will be a worldwide market of $5.3 billion

Toward a European strategy for the future internet. URL
http://www.europeansoftware.org/documents/SAP_WP_FutureInternet.pdf

3

8/77

D6.5: Final specifications and prototype implementation
of the enterprise integration architecture

(conservative estimate) for the industrial control segment only, comprising 4.1 million
nodes by 2010. OnWorld’s most aggressive forecast for all wireless sensor (& control)
network segments is $8.2 billion by 2010, comprising 184 million deployed nodes. Thus,
the business opportunities for real‐world services are promising. Even if a fraction of this
holds true for the near term, we will witness a mass market penetration of networked
embedded devices. Services taking advantage of the unprecedented ease of consumption
of device functionality will give birth to new innovative applications and provide both
revenue generating and cost saving business advantages.

Figure 2 ‐ The Cross‐layer Web Service Mashups Vision

Future infrastructures will be service‐oriented (Figure 1). As such, new functionality will
be introduced by combining services in a cross‐layer form, i.e. services relying on the
enterprise system, on the network itself and at device level will be combined (Figure 2).
New integration scenarios can be applied by orchestrating the services in scenario‐specific
ways. In addition, sophisticated services can be created at any layer (even at device layer)
taking into account and based only on the provided functionality of other entities that can
be provided as a service. In parallel, dynamic discovery and peer‐to‐peer communication
will allow to optimally exploit the functionality of a given device. It is clear that we move
away from isolated stand‐alone hardware and software solutions towards more
cooperative models.
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As depicted in Figure 2, mash‐ups of services will be created, that can be combined and
used across various system layers. We will experience horizontal collaboration directly
between devices with no human intervention, but also vertical collaboration between
devices and online services, applications, and people. Enterprise applications will be able
to connect directly to devices with no need for proprietary drivers, while non Web service‐
enabled devices can still be used by wrapping their functionality wrapped behind
gateways. Peer‐to‐peer communication among devices will push services down to the
device layer and create new opportunities for functionality discovery and collaboration. In
order to foster this collaborative approach and unleash the dynamicity we need network
discovery, query, selection, and on‐demand provisioning of Web services within all
system layers, i.e. from devices up to enterprise systems running in the cloud.
From a technology point of view, the key challenge is how to manage discover, assess, and
efficiently integrate the new data points into business applications. The SOCRADES
Integration Architecture (SIA) has been developed to ease this task. The integration
concept proposed in SOCRADES focuses on an overall architecture that brings the
advances of service‐oriented approaches on devices to the enhancement of business
processes and the current enterprise systems.

2

Enterprise Integration Architecture Concepts

In D6.4 we had the first detailed outlook of the SOCRADES Integration Architecture (SIA)
components. Here we present the final concept and the implementation view.
2.1

SIA Overview

To realize an effective integration of the capabilities offered by the Internet of Things, we
have designed an architecture (depicted in Figure 3) that exposes real‐world devices with
embedded software to standard IT systems by making them accessible in a service‐
oriented way. The requirements we want to cover as well as the functionality to be
realized is analyzed in previous WP6 deliverables. The architecture implemented hides the
heterogeneity of hardware, software, data formats and communication protocols that is
present in today’s embedded systems. The specifications foster open and standardized
communication via web services at all layers.
The role of SIA is to enable the ubiquitous integration of real‐world services running on
embedded devices with enterprise services. Web Service standards constitute the de facto
communication method used by the components of enterprise‐level applications, and for
this reason SIA is fully based on them. In this manner, business applications can access
near real‐time data from a wide range of networked devices through a high‐level, abstract
interface based on Web Services. This enables any networked device that is connected to
the SIA to directly participate in business processes while neither requiring the process
10/77
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modeler, nor the process execution engine to know about the exact details of the
underlying hardware.
The components with gray, diagonal play a key role in the process. SIA is split in two
parts: A “local, on premise” part which features a Local Discovery Unit (LDU) and is
running at the local network that contains the devices to be integrated, and a central
system (anywhere on the network or even Internet) that hosts enterprise‐level
applications. Although the quantitative relation between both subsystems is m:n, in a
typical single‐site setup there will be only one central system and one or more on‐premise
systems. In a multi‐enterprise collaborative landscape however, we would witness several
“central” systems collaborating and possibly various “local” systems reporting to more
than one “central” ones.
In the local subsystem at Device Layer there are several embedded devices that are
running various services. SIA is able to interact with devices using several communication
protocols, such as DPWS, OPC‐UA, REST, etc., however in this article we focus solely on
DPWS and REST‐enabled devices. Since DPWS‐enabled devices support Web Services,
they also can bypass SIA for a direct connection to Enterprise Applications, which is
desirable in some use cases, but not for the majority of foreseen ones. Furthermore, SIA
allows applications to subscribe to any events sent by the devices, offering a
publish/subscribe component that supports WS‐Notifications. It also offers buffered
invocations of hosted services on devices that are only intermittently connected, by
receiving notifications when the device becomes available again or having the system
cache the message and delivering it when the device is ready to receive it. As such SIA is a
vital component hiding and managing the complexity of real‐world landscapes from the
enterprise service developers, easing their tasks.
The key component that connects the local subsystem with the central one is the local
network discovery unit (or LDU). The LDU module Device Service Proxy scans the local
network for DPWS and REST devices and reports their connecting and disconnecting to
the central system. It acts as an intermediary that provides uniform access to different
classes of devices through a set of platform‐dependent plug‐ins. Some of the advanced
features of the LDU are a lightweight local orchestration engine that allows for
autonomous execution of local processes, a Device Service Injector that is able to change
the embedded software on devices in order to (un)deploy or (re)configure embedded
services and an enterprise service proxy factory that can make services from a business
application available in the local network so that devices can access those back‐end
services through the same protocols as they would use to communicate with other devices.
All these are realized by (unidirectional) Web service calls from the LDU to the central
system, therefore allowing for firewall‐friendly operations and operation through a
HTTP(s) proxy.
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Figure 3 – The SOCRADES Integration Architecture (SIA)
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In the central subsystem, we have implemented higher‐level components to ease the
management and use of devices in a standardized and uniform way. The Device
Repository holds all dynamically acquired but mostly static device information
(metadata) of all on‐line and off‐line devices (of all connected local subsystems), while the
Device Monitor contains information about the current state of each device. The Device
Monitor acts as the single access point where enterprise applications can find all devices
even when they have no direct access to the shop floor network or such access is not
wished (e.g. flooding of shop‐floor with network discovery messages).
At the same time, information about the different services hosted on the device
(typically described using WSDLs) will be retrieved and forwarded using an event to the
Service Type Repository and Service Monitor as shown on Figure 3. The former only
contains information about the service types without their respective endpoint references;
the latter contains information about the available service instances hosted by the devices
and their endpoint references, and also installable service types. The Service Type
Repository acts as a facade for querying the underlying repositories and monitors for
pointers to running service instances.

2.2

Device Integration

The goal is to be capable of integrating any device, without taking direct consideration of
its capabilities, resources or device‐dependent functionality. As such, this abstract
integration of devices within the SOCRADES infrastructure can be realized generally in
three different ways.
• Case #1: We use existing approaches for connecting to legacy devices, and then we
wrap at middleware or ERP level part their functionality and offer it as a service.
• Case #2: The devices run web services natively e.g. DPWS, OPC‐UA etc
• Case #3: The devices’ functionalities are wrapped by a WS enabled device one or
more layers above e.g. Gateway or a Service Mediator. The communication with the
service Mediator or Gateway can be done with legacy/proprietary protocols, and is
managed by the wrapping device e.g. the Gateway.
Case #2 represents the main SOCRADES project vision and makes the integration
straightforward. Cases #1 and Case #3 represent the alternatives when devices cannot offer
WS interfaces. The former method basically consists integrating the legacy software that
controls the device in middleware. In this scheme the middleware connects directly to the
legacy system connectors using a predefined (possibly proprietary) protocol(s).
To realize Case #3 two concepts are proposed i.e. that of a Gateway and the Service
Mediator approach.
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Figure 4 ‐ Gateway vs. Service Mediator

2.2.1

The Gateway and Service Mediator

2.2.1.1 The Gateway

A Gateway is a device that controls a set of lower‐level non‐service‐enabled devices, each
of which is exposed by the Gateway as a service‐enabled device. This approach allows to
gradually replacing limited‐resource devices or legacy devices by natively WS‐enabled
devices without impacting the applications using these devices. This is possible since the
same web service interface is offered this time by the WS‐enabled device and not by the
Gateway. This approach is used when each of the controlled devices needs to be known
and addressed individually by higher‐level services or applications.
The Gateway approach requires some specific support from a DPWS implementation.
Indeed, while a standard DPWS‐enabled device is only required to store and manage its
own discovery, description and hosted services metadata, a Gateway needs to support a
multitude of devices. It is therefore necessary to introduce a registry for devices and
hosted services that helps structure and manage the required information. When several
instances of the same device type are present, the registry distinguishes between class‐ and
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instance‐level information, both for devices and hosted services, so as to factor the
information common to all instances and thus to save also memory.
2.2.1.2 The Service Mediator

Originally meant to aggregate various data sources (e.g. databases, log files, etc.), the
Mediator components evolved and are now used to not only aggregate various services
but possibly also compute/process the data they acquire before exposing it as a service.
Service Mediators aggregate, manage and eventually represent services based on some
semantics (e.g. using ontologies).
In our case the Service Mediator could be used to aggregate various non WS‐enabled
devices. This way, higher level application could communicate to Service Mediators
offering WS, instead of communicating to devices with proprietary interfaces. The benefits
are clear, as we don’t have the hassle of (proprietary) driver integration. Furthermore now
processing of data can be done at Service Mediator level and more complex behavior can
be created, that was not possible before from the standalone devices.
2.2.1.3 Discussion
Service Mediators can be used instead of simple Gateways whenever we want to
introduce some low‐level semantics and multiplex functionality. Consider, for example a
wireless sensor network monitoring temperature along a conveyor belt (shop floor). Such
a network can be composed of thousands of temperature sensors yet, the interesting
service on the top floor is not the services offered by each and every sensor but rather the
average temperature on the conveyor belt.
As shown on Figure 4 using Service Mediators introduces another level of abstraction
and aggregation in between the clients and devices. Thus, seen from the outside, there
might not be significant difference between a Service Mediator and a composite service
that relies on a set of service‐enabled devices.
A Service Mediator is a device that controls a set of lower‐level non‐service‐enabled
devices, which it uses to implement a process of which it exposes a service interface. Thus
the individual lower‐level devices are invisible outside of the Mediator. On the contrary
the Gateway depicts as a service functionality that can be directly related to a specific
device ‐ as such once can directly relate and identify an explicit device as the source of
service offered by the Gateway.
Both the Gateway and the Service Mediator can host several services ‐ limited only by
their internal resources. Both approaches enable the functionality of the shop floor to be
more accessible and tap into an event based infrastructure where devices indirectly (via
their proxy) and functionality can be dynamically discovered and used e.g. due to the WS‐
Eventing support of DPWS.
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2.2.2

Example of Legacy Device Integration

While introducing new concepts it is essential to consider the integration of components
already existing or being based on alternative and well established technologies. For
several reasons like investments, skills of persons, or others it is the usual case not to
replace complete installations. These are extended using the same or improved
technologies. Within SOCRADES, the integration of non web service enabled automation
components is done using gateways or a service mediator. Integration of this kind of
automation equipment also imposes requirements regarding extended configuration
capabilities of the SOCRADES engineering concept. To cope with a broad range of
automation equipment and applications, the integration concept is suitable to different
types of interfaces to the underlying automation systems supporting fieldbus interfaces as
well as OPC DA to address a classical way of integrating device segments.

Management Application
DPWS

Mediator
OPC DA client

other

...

OPC DA Server
PLC
PROFIBUS

2 3 3.0
245.7

Figure 5 ‐ Architecture of Manufacturing System Mediator

Figure 5 shows the general structure of the ʺManufacturing System Mediatorʺ. The
Mediator server is able to provide Web Services representing complex Manufacturing
System, as done in a demonstrator described in D 8.1.
As usual in real plant applications, the OPC DA server is pre‐configured in a first
approach. Here, an OPC DA server represents a detailed data‐centric view to the plant.
Thus also the configuration of the mediator is always plant specific, because the mediator
always provides specific services. The configuration, or more complex the engineering
aspects related to this solution is described within D7.5.
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For the integration of a manufacturing system into the SOA approach a mediator is also
used. The mediator offers a DPWS interface to higher level management applications. The
interaction with the whole underlying manufacturing system is implemented via the OPC
DA interface.

Management Application

DPWS Server
Mediator
OPC DA Client

Figure 6 ‐ Integration of a legacy manufacturing system in SOA

The plant is still controlled by the PLC. The management level of the plant interacts with
the plant via the mediator. The mediator itself communicates to lower levels by means of
OPC DA. Therefore an OPC DA client has been implemented within the mediator acting
as the downstream interface. This client can be connected with any OPC DA server. The
server that will be used at run time is preconfigured in a separate configuration file. For
the approval of concept, services like START and STOP of the production process are
offered.
The controller of the manufacturing plant is accessed via an OPC DA client within the
mediator and an existing OPC DA server within the controller of the manufacturing plant.
The detailed operation of the process is still controlled by the PLC. There are functions to
START and STOP the production processes via DPWS.

This demonstrator represents a production cell, which produces work pieces and sorts
them at the end of production respective their colour to related container. In this
production process different errors can appear which are propagated to the ERP system.
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Therefore, the mediator polls the process image of the PLC and creates events, signalling
such defects.

Figure 7 ‐ Class diagram of “Manufacturing System” Service Mediator

The production cell fulfils following job: The work piece is fed to the processing line, this
happens in the “Module distribute”. Then colour is checked in the ʺmodule verifyʺ, as well
as material composition and size. After this, it passes the transport operation ʺModule
workingʺ. There, a hole is drilled into the work piece, which is then checked for accuracy.
Finally, the work piece will be transported by means of a portal crane to the target bin that
corresponds to the noticed colour of this work piece.
State machines are running within the PLC controlling the proper operation of the
manufacturing plant. Plant and process status are retrieved through sensors. These are
made available through the OPC DA server, and consequently provided to the mediator.
To inform management applications about the process or plant status, the mediators
provides event services.

In Figure 7, the class diagram for the mediator is presented. The ʺManufacturingProcessʺ
monitors the status of the plant and generates state change. In such a case, an event is
communicated to the management system via DPWS server interface.
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The DPWS interface offers the following services:
•

for control purpose
o StartProduction
o StopProduction

•

for monitoring purposes
o ProductionEnded Æ Event sent when the production has ended
o Status Æ Event sent when the production status has changed

With the functions ʺStartProductionʺ and ʺStopProductionʺ it is possible to start the
production process or to stop.
The event ʺProductionEndedʺ is sent when the production process is completed and the
work piece has reached its final position. The event ʺStatusʺ is sent when a step in the
production process is completed and the work piece is passed to the next module.
Furthermore, in case an error occurs, a corresponding error event is sent.
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3

SIA Specifications

The SOCRADES Integration Architecture is 100% compliant to standards i.e.:
• Web Services (in the W3C sense)
• Device Profile for Web Services (DPWS)
3.1

Eventing

This component implements publish and subscribe functionality which can be used to
retrieve information about events of interest. The component distinguishes between two
types of delivery: Push or Pull. Both involve the role of Consumer and Producer. A high‐
level view on the Eventing component is depicted in Figure 8.

Figure 8 ‐ Eventing Component

A Producer is an entity that generates events that are of interest to others and uses the
Eventing component to publish those. Our definition for the role of Producer includes
both, entities that implement the NotificationProducer interface and those that
communicate events through a NotificationBroker instance and do not implement the
NotificationProducer interface themselves. In the case that the Producer implements the
NotificationProducer interface, the Eventing component will subscribe to the Producer as
a NotificationConsumer and will manage the propagation of events. In both cases, the
Eventing component acts as an intermediary between the Producer and the entity that has
interest in the generated events. For example, a shop floor device could propagate sensor
data through the Eventing component taking the role as a Producer.
A Consumer is an entity that registers interest for certain events with the Eventing
component. Our definition for the role of Consumer includes both entities that implement
the NotificationConsumer interface and those that retrieve information through a
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PullPoint. For example, an enterprise application could register interest for the sensor data
of a shop floor device with the Eventing component, acting as a Consumer. For retrieving
information via Push, a consumer has to subscribe with the Eventing component,
registering itself as a Consumer for the notification service. The subscription is based on
predicates that define what events are of interest. For this categorization, we are currently
planning to use expressions according to WS‐Topic. Once the Eventing component
retrieves information about an event whose description matches with a subscription, the
event is propagated to the subscribers. This process follows the NotificationConsumer and
NotificationProducer message exchange specifications in the Web Services Notification
specifications.
For retrieving information via Pull, a consumer has to obtain a PullPoint reference from
the Eventing component. It then uses the reference to subscribe to events of interest,
passing the reference as the endpoint that retrieves notification messages. The PullPoint
refers to the Eventing component. Moreover, the PullPoint reference includes a key that
can be used to identify the subscription that was created using the reference. The
consumer obtains the collected notification messages by querying the Eventing component
for the messages, supplying the PullPoint reference as identification. The Eventing
component supports the specification of a delivery policy. This means, that a consumer
can specify whether the component should ensure delivery of a notification message
(component will retry until it receives an acknowledgment response from the consumer)
or define a duration during which the component will try delivering notification messages
before dropping them.
The Eventing component implements the following interfaces:
• NotificationConsumer
• NotificationProducer
• PullPoint
• SubscriptionManager
• CreatePullPoint
• BrokeredNotification
• Resource.
Interfaces used from WS‐Notification (WSN):
• NotificationConsumer
• NotificationProducer
• PullPoint
• CreatePullPoint
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• SubscriptionManager
• BrokeredNotification
• TopicExpression

Figure 9 ‐ Eventing: Block Diagram

Interfaces used from WS‐ResourceFramework (WSRF):
• Resource
• ResourceProperty
The PullPointManager handles subscriptions based on Pull delivery. It uses the
PullEventRepository where all events, that were retrieved based on PullPoint
subscriptions, are stored. A PullPoint subscription is a subscription that uses a PullPoint
reference as the endpoint. Furthermore, the PullPointManager component populates and
manages the PullPointEvents storage to keep references to events (stored in the
PullEventRepository) for each PullPoint subscription. The consumer queries the
PullPointManager for retrieval of messages that were stored for a PullPointReference.
The NotificationConsumer subcomponent implements functionality as defined by the
WSN for the equally named interface. The component’s main responsibility lies with the
acceptance of NotificationMessage elements and relaying them to the PullPointManager if
they were retrieved for a PullPoint reference endpoint and also redirecting them to the
NotificationProducer subcomponent in order to propagate an event to respective
subscribers.
The NotificationBroker subcomponent is an implementation of the equally named WSN
interface. It acts as an intermediary to propagate events from Producers that are not
implementing the NotificationProducer interface. The NotificationProducer component is
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an implementation of the equally named WSN interface. It handles the propagation of
events to subscribed Consumers via Push. It uses the SubscriptionManager to identify
what subscribers a given event has to be propagated to, based on their provided topics of
interest. Furthermore, if the consumer has requested to ensure the delivery of certain
messages, the NotificationProducer uses the NotificationScheduler to handle the recurring
attempts at delivering a given message.

Figure 10 ‐ Eventing: Subscription

The sequence diagram in Figure 10 depicts the order of steps that are taken for registering
a Consumer’s interest in certain events. The Consumer uses the operations as defined in
WSN for the subscription scenario. It registers interest through a Subscribe message and in
return receives a SubscribeResponse Message that indicates the parameters used for
registering the subscription.
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Figure 11 Eventing: Push

Figure 12 ‐ Eventing: Pull

The sequence diagram in Figure 11 depicts the order of steps that are taken for publishing
an event to a registered Consumer via Push. The delivery of the event fails once, or more
precisely the Eventing component receives no acknowledgement message from the
consumer who requested a delivery policy, that ensures the delivery of notifications.
Therefore the Eventing component schedules the delivery of the message for some later
time and attempts delivery again when the NotificationScheduler activates RetryNotify.
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The sequence diagram in Figure 12 depicts the order of steps that are taken for message
delivery when using Pull. The Consumer first retrieves a PullPoint reference from the
Eventing component, through the PullPointManager subcomponent. The reference is used
to register interest in certain events. The messages are stored using the
PullEventRepository and later identified using the PullEvents storage. The storages are
populated whenever events are retrieved that match the subscriptions topics of interest.
The Consumer retrieves stored messages by supplying the PullPoint reference that was
used for the subscription.
To see the full WSDL of the eventing services, go to the respective section in the web
service API description on page Error! Reference source not found.
3.2

Invocation Handler

This component implements functionality to act as an intermediary for service
invocations. It is capable of buffering an invocation in case an endpoint is not available.
Furthermore, it supports two different types of delivery (Direct Service Response and
Push) and provides interfaces for the invoker to query for an invocation request status and
canceling a pending invocation.

Figure 13 ‐ Invocation Handler

When using the Direct Service Response delivery, the invoker has to supply an endpoint
which supports retrieving the service invocation response directly. This endpoint can be
the invoker itself or any other supporting entity. The Invocation Handler passes the given
endpoint as the return endpoint when invoking the service. The delivery mechanism
Direct Service Response is depicted in Figure 13.
When using the Push delivery, the Invocation Handler receives the service invocation
response and publishes it to the Eventing component. The invoker has to supply the
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description of the event that should be used when the response is propagated to the
Eventing component. Using the Push delivery implies that the invoker has previously
registered interest for the supplied event description, using one of the Eventing
subscription types (Push/Pull). Therefore the Eventing component is used as an
intermediary for delivery of the service invocation response.

Figure 14 ‐ Invocation Handler: Architecture

The component implements functionality to retrieve the current status of a request for
invocation. This is one of ʺPendingʺ and ʺNot Pendingʺ. Pending implies that the service
invocation was not processed, possibly because the service was not yet available. Not
Pending could imply that the service invocation was executed, if the given request for
invocation was registered previously. This functionality should be used by the invoker to
ensure whether a service invocation happened within a given time or whether there was a
conflict that prevented the service to be executed properly.
The component implements functionality to remove a request for invocation. The
invoker can decide to remove a request in case a response or the invocation of the service
would result in unwanted consequences or be of no interest. Removing the request
requires the request to have been registered previously. The component provides an
optional parameter that the invoker can use to define a duration within which the service
should be invoked or if the duration has passed by the invocation should be omitted.
Furthermore, the invoker can specify a duration within which the response is of interest.
This implies the usage of the Push delivery method.
The block diagram in Figure 14 depicts the Invocation Handler’s internal architecture
and expected channels of communication.
The Invocation Handler has two sub components: the InvocationManager and the
JobRepository which functions as storage. The Invocation Handler handles incoming
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requests for service invocations and retrieves information about the services’ availability
through the Service Monitor component. Once the Service Monitor flags the availability of
a service and provides an endpoint for the processing of a request, the Invocation Handler
executes the respective job by first retrieving it from the JobRepository and then invoking
the service passing along the parameters that the invoker provided.

Figure 15 ‐ Invocation Handler: Direct Service Response

The sequence diagram in Figure 15 depicts the order of steps that are taken for service
invocation if the invoker passes itself as the receiving endpoint (Direct Service Response).
The job is stored in the JobRepository before the Invocation Handler requests
notification from the Service Monitor on the first availability of a service that matches the
Invoker’s request. The Service Monitor identifies from a local registry that the service is
currently unavailable and stores the requests for processing once a service provider that
matches the requests registers itself with the Service Monitor. Once this happens, the
Service Provider’s endpoint and identification of the service is passed to the Invocation
Handler who then executes the respective job, passing the Invoker as the retrieving
endpoint to the Service Provider.
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Figure 16 ‐ Invocation Handler: Response via Eventing

The sequence diagram in Figure 16 depicts the order of steps that are taken for service
invocation and response delivery if the invoker defines Push as the requested type of
delivery. The difference to the previous diagram lies in the delivery of the Service
Provider’s response. In this case, the response is returned to the Invocation Handler and
published through the Eventing component. This implies that the Invoker has registered
interest for certain events with the Eventing component and has passed identifying topic
descriptions for the service response when requesting the service invocation.
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Figure 17 ‐ Invocation Handler: Immediate Execution

The sequence diagram in Figure 17 depicts the order of steps that are taken for service
invocation if the service is available on first request. The main difference to the two
preceding diagrams lies with the availability of the service. The Service Monitor has a
registered endpoint that matches the requested service on the first request from the
Invocation Handler. Therefore the endpoint and service description are returned
immediately, without intermediary storage of the request by the Service Monitor. As the
response is delivered immediately to the Invoker, the requested type of delivery is Direct
Service Response.
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Figure 18 ‐ Invocation Handler: Cancel Invocation

The sequence diagram in Figure 18 depicts the order of steps that might be taken by the
invoker if the invocation of a service becomes unwanted before a response is received. The
Invocation Handler provides functionality for the Invoker to query the status of a request
for invocation. Given on the returned value, the Invoker might decide to cancel the request
for invocation. This might be the case if either the execution would lead to unwanted
consequences or the response of the request has become obsolete. In this case the Invoker
can request the cancellation of a pending invocation as demonstrated in the diagram
above.
3.3

Application Service Catalogue

One of our main targets and justification for wanting WS everywhere is the fact that they
enable more flexibility. Once every service is exposed using the same interfaces one can
really think about combining the services and creating new behaviors for the application.
Yet, composition and service consumption does not really make sense if services cannot be
searched for. Thus, the Application Service Catalogue is the search engine of SOCRADES
that enables the applications to look for services based on queries.
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Figure 19 ‐ Search User Interface, looking for instances of services using the Application Service
Catalogue

3.3.1

Application Service Catalogue and Service Discovery Process Overview

Technically speaking, the Application Service Catalogue is an implementation of the Real‐
World Service Discovery and Provisioning Process (RSDPP) shown on Figure 20. The goal
of this process is to assist the developers in the discovery of real‐world services to be
included in composite applications. The user interface of the Application Service
Catalogue (i.e. to the Real‐World Service Discovey and Provisioning Process).
In this section detail the RSDPP and its underlying steps, the architecture section will then
focus more on the actual implementation of the process. The process begins with a Types
Query after the network discovery of devices has been executed. In this sub‐process the
developer uses keywords to search for services, as he would search for documents on any
search engine. This query is then extended with related keywords fetched from different
websites, and use it to retrieve types of services that describe a functionality, but not yet
the real‐world device it runs on. This is the task of the Candidate Search where the
running instances of the service type are retrieved and ranked according to context
parameters provided by the developer (step 2). In case no service instance has been found
the process goes on with Provisioning. It begins with a forced network discovery of
devices, where devices known to provide the service type the developer is looking for are
asked to acknowledge their presence (step 3). If no suitable device is discovered, a service
injection can be requested. In this last step the system tries to find suitable devices that
could run the requested service, and installs it remotely (step 4).

31/77

D6.5: Final specifications and prototype implementation
of the enterprise integration architecture

Figure 20 ‐ Overview of the complete Real‐World Service Discovery and Provisioning Process (RSDPP)
implemented in the Application Service Catalogue

3.3.1.1 Types Query

In the first part of the discovery process (step 1 on Figure 20), the developer or process
designer enters keywords describing the type of service she wants to find (step 1). A
Service Type is a generic WSDL file describing the abstract functionalities of a real‐world
service, but not bound to any particular end‐point of a concrete real‐world device. The
entered keywords will be sent to the Query Augmentation module which is going to
extend the query with additional keywords. The output of this module is then used to
retrieve and rank types of services.

3.3.1.1.1 Query Augmentation and Assistant
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Figure 21 ‐ Looking for a Service Type

In conventional service discovery applications, the keywords entered by the user would be
sent to a Service Repository to find types of services corresponding to the keywords. The
obvious problem with this simple keyword matching mechanism is that it lacks flexibility.
For instance, a developer wants to find services offered by a “smart meter”, a term often
used to describe a device that can measure the energy consumption of other devices.
Typing “smart meter” only, will likely not lead into finding all the corresponding services,
because services dealing with energy consumption monitoring might not be tagged with
the “smart meter” keywords. We want to avoid the construction of domain ontologies,
and to minimize the amount of data embedded devices need to provide upon network
discovery of device and service registration. Thus, we propose a system that uses services
on the web to extend queries without involving communication with the embedded
devices or requiring complex service descriptions from them. This is the query
augmentation shown on step 2.
The idea is to use existing knowledge databases, such as web encyclopedias (e.g.
Wikipedia) and search engines (e.g. Google, Yahoo Web Search), in order to extract
“lightweight ontologies” or vocabularies of terms from their semi‐structured results. The
basic concept of the query augmentation (step 2) is to call 1..n web search engines or
encyclopedias with the search terms provided by the user, for instance “smart meter”. The
XHTML result page from each web resource is then automatically downloaded and
analyzed. The result is a list of keywords, which frequently appeared on pages related to
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“smart meter”. A number of the resulting keywords are thus related to the initial
keywords “smart meter” and can hence be used when searching for types of services
corresponding to the initial input.
An invocable web‐resource together with several filters and analysis applied to the
results is called a Query Strategy and their structure is based on the Strategy Pattern
Gamma et al. [1994], which enables to encapsulate algorithms into entirely independent
and interchangeable classes. This eases the implementation of new strategies based on
web resources containing relevant terms for a particular domain. Furthermore, Query
Strategies can be combined in order to get a final result that reflects the successive results
of calling a number of web‐resources. The resulting list of related keywords is then
returned to the developer in the Query Assistant, where she can (optionally) remove
keywords that are not relevant (step 3).
In order to test the query augmentation mechanism two different types of Query
Strategies have been compared. In the first type, we used a human generated index
(Wikipedia), and in the second a robot generated index (Yahoo Web Search). Two results
can be identified: First, the Query Augmentation process does help in finding more real‐
world services. Without augmentation 75% of the service types were found, using the
query augmentation up to a 100%. However, Query Augmentation generates a number of
false positives, i.e. service types that are returned even if they are not related to the
provided keywords. Thus we identified the need for restricting the number of keywords
added to the initial ones. The observed optimum was between 5 and 10 added keywords,
resulting in 95% percent of types of services found for less than 20% false positives.

3.3.1.1.2 Service Type Lookup
The augmented query is used to determine any matching service types in the Service
Type Repository (step 4 and). All service types that match any of the keywords supplied
are found, both those manually entered and those determined automatically by the
augmentation step. The query keywords are matched against all metadata of a service
type, which was sent to the Service Monitor upon network discovery or extended by
manual entry. This includes human readable descriptions, contact information, legal
terms, explicit keywords and interface descriptions (WSDL). Additionally, structured,
technical metadata is considered, e.g. dependency information between service types, and
requirements of the service type on underlying hardware. The result of the Service Type
Lookup is a list of service types that potentially support the functionality the developer is
looking for.
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3.3.1.2 Candidate Search

Figure 22 ‐ Ranking and optionaly Provisioning Service Instances.

Real‐world devices are volatile e.g. connect and disconnect thus the need to decouple the
discovery of service types from the discovery of actual instances of services. The
Candidate Search (step) models the discovery of running service instances. The first step
in this sub‐process is for the developer to select the suitable types of service by browsing
their details (step 1). Alternatively she can select all the types retrieved in the Types Query
part of the process.

3.3.1.2.1 Context Extractor
One of the main differences between real‐world service and virtual services is that real‐
world services are directly linked to this physical world. Context is information that
qualifies the physical world, and can help in both reducing the number of services
returned to the developer, as well as in finding the most appropriate services for the
current environment. Context extraction on the developer side is done at step 2. It is worth
noting that context on the developer side reflects her expectations, this information is then
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going to be compared to the service and device side context by the Service Instance
Ranking component.
To fit our requirements, the context is modeled by two distinct parts: the digital
environment, which we define as everything that is related to the virtual world the
developer is using, and the physical environment, which refers to properties of the physical
situation the developer currently is located in or wants to discover services in.
The digital environment is composed of Application Context and Quality of Service. The
Application Context describes the business application the developer uses when trying to
discover services, e.g. the type of application she is currently developing or the language
currently set as default. Such information co‐determines the services a developer is
looking for and can reduce the scope of the discovery. The QoS Information reflects the
expectation of the developer (or of the application she is currently using) in terms of how
should the discovered service perform. Our current implementation supports service
health and network latency, i.e. the network transmission delay usually measured when
calling the service and the current status of the service.
The physical environment is mainly composed of information about location. Developers
are likely to be looking for real‐world services located at a particular place, unlike when
searching most virtual services. We decompose the location into two sub‐parts following
the Location API for Mobile Devices (JSR 179) 4 . The Address encapsulates the virtual
description of the current location, with information such as building name, building floor,
street, country, etc. and the Coordinates are GPS coordinates. In our implementation the
location can either be automatically extracted e.g. if the developer looks for a real‐world
service close to her location, or it can be explicitly specified if she wants a service located
close to a particular location.

3.3.1.2.2 Service Instances Search
In step 3, the identifiers of the selected service types and the full context object are sent to
the Service Monitor. This component is the link between service types and running
instances of these services. Thanks to the dynamic network discovery of devices using the
Service Monitor and the Device Monitor know what devices are currently providing what
service types. In steps 4 and 5, the Service Monitor queries the Device Monitor for the
quality of service of the selected service instances. This information is derived from polling
the devices from time to time as well as by monitoring the invocations of services and
calculating their execution time.
The QoS information is then packed into a context object that contains all available
contextual information for each device running the selected Service Instances. Since we
4

http://http://jcp.org/aboutJava/communityprocess/final/jsr179/inde
x.html
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cannot expect every device to provide a full contextual profile, the Service Monitor has its
own default context component which can be used to extend the information the device
provides.

3.3.1.2.3 Service Instance Ranking
The Service Instance Ranking component is responsible for sorting the instances
according to their compliance with the context specified by the developer or extracted
from his machine. As shown in step 6 the Service Instance Ranking component receives a
number of service instances alongside with their context object. It then uses a Ranking
Strategy to sort the list of instances found. For example, a Ranking Strategy could use the
network latency so that the services will be listed sorted according to their network
latency.
Weighted combinations of Ranking Strategy can be used in evaluations. Furthermore,
each ranking criterion can use both the context information of the instances gathered
during the Service Instance Search and the context information extracted on the developer
side in step 2. Thus, instances can be ranked against each other or/and against the context
of the developer (e.g. her location). The output of the ranking process is an ordered list of
running service instances corresponding both to the extended keywords and to the
requirements in terms of context expressed by the user.
3.3.1.3 On-Demand Service Provisioning

In case no running service instance has been found, On‐Demand Service Provisioning will
be carried on. This will first dynamically discover devices on the network that offer
services matching the requirements of the developers. In the last instance, installation of
services on suitable devices will be carried out.

3.3.1.3.1 Forced Network Discovery of Devices
According to our experience, network discovery of devices is not entirely reliable. This is
because it uses UDP and might take a long time to propagate across the whole system.
Sometimes fresh information is needed and thus, another discovery mode is proposed that
is particularly suited for environments where devices with unknown capabilities
continuously connect to or disconnect from the network. Forced network discovery of
devices is responsible for dynamic discovery of specific devices. The dynamic process can
use different types of filters that specify the type of the device or a scope in which the
device resides and/or other semantic information. This is useful to restrict the result set
when looking for new devices, as only devices that match the criteria specified will
respond. Filter information is included in a Probe message sent to a multicast group;
devices that match the probe send a ProbeMatch response directly to the client (in unicast
mode). Similarly, to locate a device by name, a client sends a Resolve message to the same
multicast group and the device that matches sends a ResolveMatch response directly to the
client. After this network‐level scan, the result set can be further narrowed by matching
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keywords or textual information that describe both static (device type, available sensors
on board) and dynamic properties of devices (QoS, physical location, available battery life,
network connectivity, available sensors).

3.3.1.3.2 On‐Demand Service Injection on Devices
In case that even after forced network discovery of devices no service instances that match
the query have been found, the system tries to generate appropriate instances by injecting
(i.e. remotely installing) the identified service types. This involves finding devices that are
capable of hosting the service, and actually installing them in a platform‐dependent way.
This is possible if the descriptions of the service types identified in previous steps include
installation instructions and executable software artifacts.
3.3.2

Architecture of the Application Service Catalogue

Figure 23 ‐ Component structure of the Application Service Catalogue’s implementation

The Application Service Catalogue and the process it models have been implemented into
two separate components as shown on Figure 23. The QueryEngine package contains
everything related to the Types Query and the CandidateSearch package contains
everything related to the Candidate Search and the On‐Demand Service Provisioning.
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Figure 24 ‐ Simplified version of the invoked sequence when searching for service instances using the
Application Service Catalogue

.
The interaction between the Application Service Catalogue’s components and the other
components of the architecture are shown on Figure 24.
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Figure 25 ‐ : Interaction with the other components from the Application Service Catalogue.

.
3.3.3

Extension Points

Both the Query Engine and the Candidate Search components are based on a Strategy
pattern which makes is easier to extend the application. The strategy‐based architecture of
the QueryEngine is shown on Figure 26.
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Figure 26 ‐ Strategy pattern‐based architecture of the QueryEngine.

Thanks to the pattern structure new Query Strategies can be added to enhance and tailor
the Query Augmentation mechanism. As an example, a deployment at a manufacturing
company, where developers look for manufacturing‐related services on devices, could
include a Query Strategy based on the Manufacturing Business Technology portal
(http://www.mbtmag.com).
Similarly the Candidate Search component is based on the Strategy pattern. In order to
support the use of several criteria when ranking Service Instances against each other we
extend the pattern to support chains of ranking algorithms where each algorithm is given
a weight in the final ranking. Furthermore, each ranking algorithm has access to both the
structured context information of the instances and the context information extracted on
the developer side. This way instances can be ranked against each other or/and against the
context of the user. As an example we can chain a ranking algorithm that takes into
account the service health of the instances with a ranking algorithm that compares the
location of the developer with the location of each instance. The output of the chained
ranking is an ordered list of running service instances corresponding both to the
(extended) keywords and to the requirements in terms of context expressed by the user.
The current implementation of the Candidate Search offers two Ranking Strategies:
service health and network latency. As a consequence currently returned instances of
services are ranked according to a combination of these two criteria.
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3.4

Composed Services Runtime

Composed services are described in BPEL. In order to model a composed service, one
must know already all service interfaces (WSDLs) of all service partners involved in that
composed
service.
It
means
also
that
the
service
types
(QName:
TargetNameSpace(TNS)+PorttypeName) are also known. BPEL communicates with
service partners over partner links. At design time, all partner links must be bound to
concrete service types. Only the actual endpoints can be unknown at design time
CSR can host several composed services, depending on the device capacity, i.e. RAM,
CPU. Moreover, as we need a JVM to run CSR, the performance of CSR also depends on
the garbage collector and the Java heap size of that JVM.
CSR is implemented in Java by sliver.jar hosted on a back‐end system or a device,
which supports J2SE or CDC 1.0/PPRO1.1. Besides, CSR needs two other libraries: ksoap2
(a light‐weight SOAP libraries), and jetty (a light weight HTTP server).

Figure 27 ‐ Component Services Runtime (CSR)

This figure depicts the communications of CSR with other components. CSR basically
provides two interfaces for web service consumers: the interface for
deploying/undeploying composed services and the interface for using composed services.
For deploying new composed services, CSR hosts a service called Deployment Service
with
the
namespace
ʺhttp://www.sap.com/SOCRADES/csr/DeploymentServiceʺ.
Deploying a composed service on CSR means that a SOAP message (with that TNS above)
is sent to the Deployment Service, containing the URL location of the BPEL description of
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the new composed service and the also the URL location of the deployment descriptor of
that service. A new composed service instance is created, hosted on CSR, and updated to
Service Monitor.
Invoking a composed service means that a kick‐off SOAP message is sent to CSR with
correct TNS, start operation and input parameters. CSR will use these data (TNS,
operation, parameters) to find the correct service and start a new instance of that service.
Response is also a SOAP message sent back to caller after that composed service instance
completes its execution.
During the execution of a composed service runtime, CSR asks the Service Monitor for
the cost information of each sub‐service invocation, in order to calculate the total cost of
the whole composed service execution. CSR stores this total cost into the Service Monitor,
indicating the performance of the composed service.
CSR has also the functionality to log the response time of each individual sub‐service
invocation and size of the SOAP request/response. From this information, CSR can update
the cost information of each individual service instance in the Service Monitor.
At runtime, there are many service instances of different service running on CSR. In
case an event is sent to CSR by SOAP, CSR must delegate this SOAP message to the right
instance. CSR will first check the namespace of the SOAP message that should match the
target namespace of a service hosted on CSR. Then CSR will check for correlation data to
select the right instance.
The execution of a composed service depends on the workflow process described in
BPEL. One should refer to the BPEL standard in order to understand the execution of a
composed service.
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Figure 28 ‐ Component Services Runtime interaction

One instance of the CSR runs centrally. In principal, the CSR component should be kept
small and decoupled enough that it can be also deployed as a service to devices in or near
the shop‐floor. This is important because one envisioned functionality of the CSR is the
partitioning of processes into a set of sub‐processes that can be executed with a higher
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degree of locality respectively with a lower logical cost involved in the changed service
interaction sequence.
3.5

Service Monitor

The service monitor is storing fast‐changing, live and up‐to‐date data about the currently
usable service instances. The storage is realized as an in‐memory data structure rather
than a database structure for fast access and to allow performing updates.

Figure 29 ‐ Service Monitor
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Figure 30 ‐ Monitor: Adding and Removing Service Instances Based on Observations

Figure 31 ‐ Service Monitor: Helping the AppServiceCatalog to Quickly Find Appropriate Service
Instances

Use‐Cases for Service Monitor:
• A service detects that it is malfunctioning and self‐reports that fact to the service
monitor. The service monitor generates an alert.
• A service is malfunctioning and stops sending a heartbeat. The service monitor
detects that and generates an alert.
• A device joins the network. Service Monitor picks up the events from the Discovery
component and stores the fact that the services are there.
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• A device leaves the network. Service Monitor picks up the events from the Discovery
component and removes the services from the storage.
3.6

Monitoring and Inventory

The Monitoring and Inventory is implemented by the following components i.e.
• Device Repository
• Device Monitor
• Middleware Historian
• Discovery

Figure 32 ‐ Monitoring and Inventory overview

3.6.1

Device Repository

The Device Repository component is responsible for storing static information about the
devices available in the system. This information is usually interesting for the Service
Lifecycle Management and for applications.
The information stored in the Device Repository consists of the Device Description. This
includes the hardware platform, URL of the manufacturer, the deviceUUID, hardware
properties, and features. To facilitate the registration of several devices which have
common characteristics, the Device Repository supports the concept of Device Type. The
Device Type contains Properties and Features which describes common characteristics
that a class of devices have. For example, a wireless sensor node such as the SunSPOT can
be registered as a Device Type with temperature and acceleration sensors as features.
Numerous sensor nodes can be registered using the same device type as reference.
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Nevertheless, if a SunSPOT node with additional features such as sensors is registered in
the system, the extra features should be added to the Device Description.

Figure 33 ‐ Device Repository

The deviceUUID is provided to the Device Repository by the Discovery component
during registration. The deviceUUID only uniquely identifies the device within its
platform. However it does not ensure a unique identification when numerous platforms
are integrated with the SOCRADES middleware. Therefore, the Device Repository creates
an identification number which uniquely identifies the device within different hardware
platforms.

Figure 34 ‐ Device Repository Data Structure
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The Discovery component is responsible for automatically feeding information into the
Device Repository when devices are discovery. The Discovery component does not
maintain a local list of already discovered devices and it is also not able to verify if the
device was previously discovered in another sector of the shop floor by another instance
of the Discovery component. Therefore, the Device Repository verifies if the deviceUUID
of the hardware platform defined in the Device Description was previously registered in
the system. If not, the device will be registered and a new ID generated, otherwise its
information will be updated and the previous existing ID.

Figure 35 ‐ Registration of a new device through discovery mechanism
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Figure 36 ‐ Registration of already existing device through discovery mechanism

3.6.2

Device Monitor

A device is composed of several components (or resources) as described in the Device
Repository section. Each of these parts may become faulty causing halts in the
manufacturing process, or generating incorrect information to enterprise applications.
The Device Monitor component mitigates the effects of such failures by monitoring the
status of the devices parts and of the device as a whole. When a change in the status of a
device is detected this component triggers a DeviceStatusChange event, which is
propagated to interested parties through the Eventing component.
As each device part has different characteristics and behaviors, a set of fault detection
techniques is required to monitor devices in a shop floor. These techniques can make use
of events generated by the devices, for instance to identify if unexpected value readings
were generated. Another possibility is to invoke specific methods on the devices, for
instance to ping the device to verify if it is still active.
The current implementation supports a timeout fault detection technique. In this
approach, the Discovery component is used to ping devices through the deviceIsAlive
method. The ping method is invoked on every TIMEOUT_VALUE interval. If the device
does not respond, its status is changed to CRASHED_STATE. The Device Monitor will
keep monitoring the device even after detecting a problem. If the device starts to respond
once again, a new event DeviceStatusChange event is triggered indicating that the device is
in a HEALTHY_STATE.
Figure 37 presents the data structure managed by the Device Monitor to supervise the
state of devices. Different features of the device may have different monitoring techniques.
For example, the sensor value readings of a wireless sensor node can be supervised to
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ensure that value failures are detected, at the same time, the node can be pinged to ensure
that it is in reach and still has battery. Therefore, the Status of a Monitored Device is in fact a
collection of the Status of the Monitored Features.
The Resource Monitoring Settings contains the necessary information for fault detection
techniques. For instance, the timeout fault detection approach already implemented in SIA
requires a property called TIMEOUT_VALUE. Finally, the Monitoring Method indicates
which fault detection technique should be used, e.g. TIMEOUT.

Figure 37 ‐ Device Monitor Data Structure

3.6.3

Middleware Historian

Different components of the SIA subscribe to the eventing component which gets data
from the devices. Web service events and data that are sent to the subscribed destinations
needs to be stored and retrieved later. By experience it is much better to use a database in
this case where simple select statements can be used any time to retrieve data over any
device at any particular time. Simple methods must be provided to store the events and
retrieve the events. On the other hand, the database can be easily backed up, ported and
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analyzed across databases. The Use of Java Persistence API reduces the usage of direct
SQL syntax. This helps databases to be switched and ported, but still use the same code to
access them.

Figure 38 ‐ Archiver overview

The Middleware Archiver, does this in a very efficient manner. The SIA Configuration
allows the subscription of events to the respective consumer beans. The Events are
processed in the SIA Archiver which has a bean interface as well as a web service
interface. The EventsProcessor Bean is responsible for handling all incoming Web Service
Events. It implements the Notify method of the WS‐Notification. It is attached to a
notification listener. The Listener receives the notification objects and looks into the
contents of the message. There are two kinds of messages currently processed
• The On demand provisioning messages and the
• Service Instance messages
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Figure 39 ‐ Archiver Process Flow

The notification listener then parses these messages and stores them into respective tables
using JPA entities. A column at the end of each entity in can store the whole object that it
had received, so that addition of new columns to the entities can be still encapsulated
without major changes to the Archiver overview. Additionally entities are provided for
storing device types; service Meta information, retrieving events for particular service
types and id’s.

3.7

Local Discovery and Management Unit (LMDU)

In order for several types of devices to interact with business application there is a need
for a device management unit that discovers and manages machines and embedded
devices on the shop‐floor. In the early version of the SIA (SOCRADES Integration
Architecture) this task was solved by a software deployed on the shop floor and called a
LDU (Local Discovery Unit) which was able to discovery DPWS devices.
As shown on Figure 40 several LDUs can exist within an enterprise ecosystem and are
to be deployed on the shop‐floor, close the actual machines and embedded devices. This
offers a very flexible way to decompose an enterprise system into a hierarchical structure
where each LDU hides the details of the devices behind it. For example, when the shop
floor system of a company spans different buildings, an LDU can be installed in each
building.
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Figure 40 ‐ General distribution architecture of the LDUs.

Based on the experiences from the latest demonstrators and trial we have extended the
concept and implementation of the LDU. The new component is called LDMU (Localized
Device Management Unit) and its core functions are as follows: active/passive discovery of
devices, management and control of devices, enabling interaction with devices through
uniform interfaces.
The most important improvement is a component‐based architecture based on OSGi
(http://www.osgi.org/Main/HomePage), the dynamic module system for Java. Amongst
other advantages this technology enables the discovery part of the LDMU to be extensible
to support the discovery of non‐DPWS devices such as those offering REST or UPnP
services. OSGi was originally created in order to implement real‐world service gateways
since the LDMU is also such a gateway it made sense to adopt this framework. OSGi also
has a quite low footprint which allows for deploying LDMUs on computers with limited
capabilities, possibly already present on the shop‐floor such as wireless routers and
Network‐Attached Storage (NAS).
3.7.1

LDMU Architecture
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Figure 41 ‐ The architecture of the OSGi Localized Device Management Unit.

The Localized Device Management unit is a standalone software component that enables a
uniform access to devices. For each sub network in an intranet, an LDMU is necessary to
manage the devices present on that sub network. The architecture of each LDMU is shown
on Figure 3. On this figure, rounded rectangles represent OSGi components, called
bundles and the plain rectangles represent conceptual clusters of OSGi bundles. Please
also note the only the most important communications between the components are
depicted.
The architecture of the LDMU is basically composed of five main clusters of OSGi
bundles:
1. The Device Discovery and Control Drivers which directly finds and offers access to
the shop‐floor devices.
2. The Middleware Discovery Connector which is in charge of redirecting discovery
information and service requests to the business applications or middleware such as
the cloud part of the SIA (see Figure 1, upper part).
3. The Core Bundles are core services offered to the other bundles such as internal
eventing, logging, persistence, etc.
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4. The Remote Management Layer offers a Web API based on REST to access and
manage each LDMU.
We will briefly describe each of these clusters in more details.
3.7.1.1

Device Discovery and Control Drivers

The Device Discovery and Control Drivers layer links the LDMU with real‐world devices.
It is composed of several Discovery Drivers. Each Driver is a hot and remotely pluggable
OSGi bundle meant to understand a particular application communication protocol such
as REST, (DP)WS or UPnP for instance. We implemented a DPWS and a REST bundle
which means the LDMUs can discover and provide access to devices implementing DPWS
or offering a REST API. Since our decision to re‐write the LDMU was partially due to our
will to support REST in addition to DPWS, we will now briefly introduce REST and REST
in the next subchapter.
3.7.1.2 REST for Devices

The Internet is a stunning example of a scalable global network of computers that
interoperate smoothly across heterogeneous hardware and software platforms. It also
illustrates well how simple and open standards (e.g., HTTP, XML) can be used to build
very efficient and flexible systems. The architectural principle that is at the heart of the
Web, namely Representational State Transfer (REST) as defined by Roy Fielding [1, 2],
shares a similar goal with the WS‐* standards: increase interoperability for a looser
coupling between parts of distributed applications. However, the goal of REST is to
achieve this in a more lightweight and simpler manner, by re‐using web patterns. In
particular, REST uses the Web as an application platform and fully leverages all the
features inherent to HTTP such as authentication, authorization, encryption, compression
and caching. Moreover, it brings services “into the browser”: the resources can be linked
and bookmarked and the results are directly visible in any Web browser, without the need
for generating complicated source code out of WSDL files for interacting with the service.
To achieve this, REST proposes a number of guidelines roughly summarized below:
• The application model is transformed from operation‐centric into a data‐centric one.
This means “everything” that offers services and is worth being referenced by other
services becomes a resource (e.g. a temperature sensor is a resource of the sensor
node resource) that can be identified unambiguously using URIs. Resources are also
linked together in order to enable user‐oriented discovery by following links (also
known as ʺbrowsingʺ on the web).
• Every resource is independent from its representation and can offer several of them
(e.g. JSON, XML, XHTML, etc.)
• HTTP is used as an application protocol rather than misused as a simple transport
protocol. The four main operations provided by HTTP (GET, POST, PUT, DELETE)
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are the only available operations on resources, they define a uniform interface with
well‐known and shared semantics.
The simplicity of REST and its seamless integration into global networks makes it an ideal
candidate for creating “tactical, ad‐hoc integration over the Web” [4]. These advantages
mainly explain why REST services are the technological basis for an increasing number of
Web 2.0 services as those offered by Flickr, Twitter, Facebook, Del.icio.us, Google and
Amazon.
Traditionally, REST has been used to integrate websites together. However, the
lightweight aspect of REST makes it an ideal candidate for resource‐constrained
embedded devices to offer services to the world [3, 5]. Since many such devices usually
offer rather simple and atomic functionalities (for example reading sensor values),
modelling them using REST is often straightforward.
3.7.1.3 Discovery of REST Devices

Traditionally, REST services are discovered by following hyperlinks from one resource to
the other. While this process is mostly adapted for human centred discovery it does not fit
all the requirements of machine to machine discovery.
In order for the LDMU to still be able to discover devices providing REST APIs, two
discovery mechanisms have been implemented. In the first one, called active discovery,
the user has to provide the root URL of a device. The LDMU then takes care of browsing
to this URL to get and parse a WADL file containing a description of the provided
services. The Web Application Description Language (WADL) is an XML‐based file format
that provides a machine‐readable description of HTTP‐based web applications
(https://wadl.dev.java.net/), often considered as the ʺWSDL of REST servicesʺ.
In the second case, called passive discovery, the device itself informs the LDMU of his
existence by posting the URL of its WADL to a URI managed by the Remote Management
bundle of the LDMU.
3.7.1.4 Discovery of DPWS Devices

DPWS are discovered based on the DPWS discovery process which follows the WS‐
Discovery specification. When a new device joins the network, it multicasts a HELLO
message via the UDP protocol. By listening to these messages on the LDMU we can detect
new devices and in a second step retrieve their metadata and the WSDL files
corresponding to their services. This in turn triggers the sending of an appropriate
message to the cloud part of the SIA (Figure 1, upper part) where the data is going to be
processed and stored.
3.7.2

Middleware Discovery Connectors

Once a device (REST or DPWS) is discovered, information about the services it provides is
sent to the Middleware Discovery Connectors bundles. As LDMUs are not meant to
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manage the whole life‐cycle of a device, these connectors are in charge of forwarding the
discovered information to various middleware.
We implemented a SIA Backend Connector which communicates the information to the
part of the SIA which resides in the cloud, possibly out of the shop‐floor represented by
the upper part of Figure 1. The connector sends the data using the eventing component of
the backend. Once the message is received by the backend it is processed by the Service
and Device Monitor and the information is persisted in the backend database.
3.7.3

The Core Bundles

The core bundles are crosscutting concerns, i.e. bundles providing services uses by various
other bundles. We briefly discuss the most important of these crosscutting components.
• Event Admin: This component is responsible for the inter‐bundle communication. It
is an asynchronous message broker which transports and delivers service requests
and management messages from one bundle to the other.
• Log Service: This bundle offers a logging API for all the other bundles.
• Persistence Provider: This component offers to store Java objects in an embedded
and lightweight object oriented database. Instead of creating SQL statements to store
parts of objects the Persistence Provider offers bundles to store the objects
themselves.
• DPWS Core: This bundle offers the core libraries of the Device Profile for Web
Services.
• REST Core: This provides REST related services such as attaching and detaching
resources from the embedded Web server.
• RESTlet: This is a port of the RESTlet REST framework to the OSGi platform.
• Embedded Web server: This is a Web server (Jetty) used by the REST Core and
RESTlet components to provide REST service to external clients.
3.7.4

Remote Management

While the LDMU is not responsible for the life‐cycle management and storage of the
discovered service (the cloud part of the SIA is), in some situation it does make sense to be
able to directly connect to each LDMUs to get information about the services and devices
they discovered. The Remote Management console is a management and integration point
available on each LDMU. It offers services such as device and service management
through a REST API which serves both HTML and JSON representations.
3.7.5

Implementation

The LDMU is Java software running on the Open Source OSGi framework Knopflerfish
2.3.2 which implements the OSGi R4 standard (http://www.knopflerfish.org/).
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The object oriented datastore is based on the DB4o embedded database
(http://www.db4o.com/). The REST components are built on top of the Noelios RESTlet
framework 1.1.5 which uses the Jetty lightweight java Web server.
(http://www.restlet.org/).
The DPWS components are built on top of a port of the WS4D DPWS implementation
by Matterna (http://ws4d.e‐technik.uni‐rostock.de).
3.7.6

Class diagrams

Figure 42 ‐ The metadata information for each device, with a combination of static and dynamic
parameters.
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Figure 43 ‐ The metadata information that describes the context of devices.
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Figure 44 ‐ Services descriptions that contain metadata about the services running, their status and
context.
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Figure 45 ‐ The actions taken when devices appear or disappear, along with forced discovery
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4

SIA Interaction

4.1

Running the application

As shown in Error! Reference source not found. , the Admin GUI is divided into four
categories, each of which can be accessed by clicking the link on the left navigation menu:
1. Manage devices: to manage information of the device catalog.
2. Browse services: to manage the information of service types as well as service
instances.
3. System configuration: to manage the overall system configuration.
4. Configuring web services: simply the link to ”Web Service Navigator” in the
NetWeaver CE 71 Server 5 .

Figure 46 ‐ Welcome page of the Admin GUI

We have used for the example implementation an application server such as the SAP NetWeaver. However
all of our concepts is not NetWeaver specific and therefore they could be applied with other
implementations running e.g. on Tomcat with the necessary add‐ons etc.
5
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Manage devices
As shown in Figure 47, this category is built up with three tabs. The ”Hardware Search”
tab allows the user to type any keyword(s) to search for the required devices.

Figure 47 ‐ Device Search by keywords of the Admin GUI

If any device containing the given keyword(s) is found, the ”Devices” tab will
automatically show up, which contains the search result. As illustrated in Figure 48, the
result is listed in a table contains some basic information of the device such as Unique
Device ID (UUID) and device status. When a device is selected from the table, more
detailed information (if available) such as device feature name and its description and
device property will be retrieved. From this tab, the user is able to get an overview of the
information of the specified device. Note that, if the user directly click on the ”Devices”
tab without giving the device keywords, all the available devices will be shown in the
table by default.

Figure 48 ‐ Overview of the device in ”device” tab
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The third tab is ”Hardware platform”, which gives an overview all the hardware
platforms of all the devices. For instance, in Figure 50, some running devices are based on
the Materna DPWS stack.

Figure 49 ‐ The”Hardware platform” tab

Browse services
As shown in Figure 50, this category contains two tabs: Service Types and Service Instances.
In the ”Service Types” tab, an overview of the service type information is presented. By
typing the keyword(s) in the input field, the user can search for the required the service
type. If the input field is left blank, all the available service types will be listed in the table,
which contains some basic information of the service type such as service type ID , device
UUID and status. When a service type is selected from the table, more detailed
information will be shown in the tabs below: Description, Technical Information,
Implementation, Static Requirements and Dynamic Requirements. Note that, the detailed
information listed in these tabs is allowed to be edited directly. When the editing is
finished, the user can click the ”save” button to save the changes. Also, the user can delete
the selected service type by clicking the ”delete” button below.
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Figure 50 ‐ The”Service Types” tab

In addition, by clicking the ”GoToAvailabeInstances”, the user can switch to the ”Service
Instances” tab, which shows all the corresponding available service instances according to
the selected service type. As shown in Figure 51, an overview of the service instance
information is presented in this tab. Alternatively, the user can also directly search for the
service instances by providing the service type id. If this input field is left blank, all the
available service instances will be listed in the table. Same as the ”Service Types” tab,
when a service instance is selected more detailed information is shown in the tabs below:
Context,Parameter, Service Interface. By clicking the button ”GoToServiceType”, the user can
switch back to the previous ”Service Types” tab.

66/77

D6.5: Final specifications and prototype implementation
of the enterprise integration architecture

Figure 51 ‐ The ”Service Instances” tab

System Configuration
In this tab, an overview of the system configuration properties is shown. Each system
configuration property is designed to contain a name/value pair. This can be edited in the
both input fields. After saving the changed, the user can click ”refresh” button to update
the information.

Figure 52 ‐ The ”System Configurations” tab
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4.2

Search User Interface

In order for users (e.g. developers) to be able to search for real‐world services and
consume them in their composite applications, a web user interface has been developed on
top of the Application Service Catalogue. The web project is part of the enterprise project
of the Application Service Catalogue and is implemented with the JavaServer Faces
technology 6 . This Section describes the Application Service Catalog UI or Search UI
(User Interface).
The main objective of the user interface is to offer functionalities and information for
the testing and evaluation of the Application Service Catalog Module as well as the
visualization of the augmentation and search. The Application Service Catalog UI is not
the administrative interface of the Application Service Catalogue but it exists in parallel. In
contrast to the Application Service Catalog UI the SOCRADES administration application
does not show any details about the Application Service Catalog Module.
4.2.1

Accessing the Search UI

Figure 53 ‐ Menu of the Search User Interface on top of the Application Service Catalogue

The Search UI is available on SAP NetWeaver Application Servers where the SOCRADES
Integration Architecture has been previously deployed. As it is a web frontend, it can be
reached by using a web browser to access an URL like this one:
http://socrades.dyndns.org:50000/SII/Application/Service/Catalog/
At the top of each web page of the Search UI the menu bar is displayed. The five menu
points (Search Service Instances, User Preferences, Stop Words, Configuration, and
Application Service Catalog Summary) and the functionalities behind them are explained
in detail in the next sections. Choosing a menu point or switching between menus is done
by clicking on the links in the menu bar.

6

http://http://java.sun.com/javaee/javaserverfaces/
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4.2.2

Searching for Running Services (Service Instances)

Figure 54 ‐ Search User Interface, looking for instances of services in the Application Service Catalogue.

The main page of the Search UI is the “Search Service Instances” web page, which is the
starting page of the application too. The “Search Service Instances” tab offers the user the
possibility to find running instances of services on smart devices. It consumes a simple
text query and returns an ordered list of matching types of services.
The page on Figure 54 is divided into several sections, which represent the steps of the
search process. We consider the following steps:
1. Search Form: Enter one search term into the input field “search term”. A search term
usually is one single word, e.g. temperature, but it is also possible to insert one
composed of two or three words, e.g. smart shelf. Then click the button “Search For
Types Of Service” to start the query enrichment and the search for types of services
automatically.
2. Query Augmentation: The table “Found Keywords” shows a list of enriched
keywords. For the search of types of service the list of keywords extended keywords
is used for the execution of the query.
The list of keywords may include common words that should be ignored. Such
words can be excluded by clicking on the link next to the right column. After the
exclusion of a word the search has to be launched again. The banned word is added
to the list of stop words and is ignored this time.
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3. Search Result ‐ Types of Service: The search returns a list of types of services. When
selecting a type of service, its details of the selected type are displayed in the right
part of the Search Result section. Select the desired types of service within the results
and select one or several of them for further processing.
4. Actions on Types of Service: The user has now three possibilities in order to get the
desired service instance.
• Find Running Instances: search for running service instances within
SOCRADES middleware. This should always be the first action done after one
found the types of service. If no service instances are returned then one can go
further to the next actions.
• Discover Instances: actively try to discover services instances in the network.
• Inject Instances: inject a type of service on a smart device that has the capability
to offer the selected type of service.
5. Result ‐ Service Instances: The “Service Instances” table lists service instances found
on smart devices corresponding to the selected types of service. Context properties
such as type of service, building, room, altitude, latitude, longitude, network latency,
and service health are displayed directly in the result set. The service instances are
ordered by these properties. So the better a service seems to fit the higher it is listed.
The result set also includes the link to the WSDL file of the service instance. The
WSDL is necessary for the further use of the service, e.g. to build a web service client
or to integrate the service in a business application.
4.2.3

User Preferences

The tab “User Preferences” offers user specific settings such as the current position,
meaning location of the user.
4.2.4

Stop Words
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Figure 55 ‐ Configuration of the Stop Words

Stop words is the name given to words which are filtered out prior to, or after, processing
of natural language data. Common word such as “the”, “of”, “on”, and “a” are stop
words. They are ignored when used in a query. The Application Service Catalog Module is
eliminating stop words from the enriched keywords. In this case there exists one global
stop word list, which is stored in the projects database. This list is not language specific.
Stop words can be edited by the user of the Search UI. Words can be removed from in the
view ”Stop Words“. Adding a word to the list can be done either when searching for
service instances on real‐world devices or from the ”Application Service Catalog
Summary”.
4.2.5

Configuration

The flexible design of the Application Service Catalog Module results in some variable
configuration parameter. All these variables are available from the configuration page. The
ability to switch on/off the Query Augmentation and to define the Query Strategies used
for the augmentation are the most important properties (see the yellow marking on Figure
56). For this reason these configuration parameters are explained in greater details. All the
other configuration parameters are explained in a summary table below.
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Figure 56 ‐ Configuration page of the Query Augmentation Module.

Query Augmentation
• Default value: ON
• This property allows the user to switch on or off the Query Augmentation. We
recommend turning on Query Augmentation.
Query Augmentation Strategies
• Default value: Wikipedia
• This configuration parameter is enabling the combination of strategies. At present
the Query Augmentation Module is offering seven different Query Strategies that
can be used for keyword enrichment. The Query Strategies can be used individual or
in any possible combination. Combining strategies means that the query enrichment
will be executed for all the selected strategies and the final result will be calculated
on the basis of the result of the individual strategies.
Alternative Query Augmentation Strategy
• Default value: Yahoo
• The Alternative Query Augmentation Strategy is enabling the chaining of strategies.
If and only if the defined strategy or strategies of the previous parameter “Query
Augmentation Strategies” does not return a result and if defined, the alternative
strategy will be executed. As alternative augmentation strategy we recommend to
define Yahoo (Yahoo Web Search). The Yahoo strategy is based on the common
Yahoo Web Search and therefore the probability of getting a result is increased.
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Changes of the configuration always have to be saved by clicking on the save button on
the bottom of the page. A confirmation message will appear at the top of the form if the
changes have been saved successfully.
4.2.6

Query Augmentation Report

Figure 57 ‐ Running the Query Augmentation report

The Query Augmentation report represents the detailed structure of the Query
Augmentation result. The user interface of the reporting tool is shown on figures Figure 57
and Figure 58. It contains the usual menu at the top, followed by a form and a detailed
table called Query Augmentation Summary.
To get the reporting of the Query Augmentation module you need to re‐enter the search
term in the field “Term” as you did for the search of types of service. This will execute the
same Query Augmentation as the one included in the search for types but it will monitor
the various calls to report on the results.
The report returns the number of keywords defined in the field “Limit”. It makes sense
to define a limit between 100 and 500. The bigger the limit the better one can see and
understand the structure of the results. Clicking the button “Compare” executes the Query
Augmentation as defined in the Configuration for the entered search term. The returned
report is displayed in the Table Query Augmentation Summary as shown on Figure 58.
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Figure 58 ‐ Result table when running the Query Augmentation report.

To understand the result and its composition it is not necessary to know any internal
details about the augmentation strategies. The result of each Query Strategy is a list of
keywords. Each keyword holds a weight which defines the rank of the keyword in the list.
The list of keyword is sorted by these weights meaning that the largest number is at the
top of the list.
If a combination of query enrichment strategies is configured then the total weight is
calculated by adding the results of the individual strategies together.
We now look at the Table of the Query Augmentation Summary. The first and second
column (rank and keyword) represent the results of the Query Augmentation as it is
presented on the page Search Service Instances. In addition the Query Augmentation
Summary has one column for each individual augmentation strategy and the column
TOTAL with the overall result.
In order to analyze the result and to compare strategies the Table can be sorted by each
result column. By default it is ranked in descending order of weights of the TOTAL.
When changing the sorting we can observe how the order of the keyword changes.
Therefore this summary can help us to find the best combination of augmentation
strategies with the best keywords at the top of the table.
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5

SIA in Trial and Demonstrators

The development of SIA has taken an iterative approach i.e. we have made specifications
and implemented initial components. These were included in demonstrators that were
created for the SOCRADES project mainly in the 2nd year of the project as well as the 3rd
year. The latest demonstrators and trials interact with the most recent version of the SIA.
We have to point out that here we have followed the “software as a service” approach
where the Enterprise Services are located in the Internet. The main usages of SIA in the
demonstrators and trials include:
•

Device Discovery

•

Device Management

•

Integration with Enterprise Services

•

Search of Services

As an example we show here the cross‐company scenario.

Figure 59 ‐ SIA in trial & demonstrators

In the trial, a manufacturer operates in two distinct geographical locations (marked as
“Location A” and “Location B” in Figure 59), that also belong to different networks and
reside behind firewall/proxy without direct connections between the shop‐floors. At
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company’s headquarters a running ERP system governs the overall operations with
respect to the two locations. A production order is issued from the headquarters to its
production facilities at location A. During the course of production, a severe unpredictable
failure of machines causes the production to be stopped at location A. Such a scenario
occurs often in production plants where the stop per hour could run to a loss of thousands
of dollars.

Figure 60: GUI provided by the LDU.

In this scenario the ERP system at the headquarters is immediately alerted about the
current loss and an estimated delay in completing the production order is calculated.
Subsequently the ERP evaluates alternative scenarios in order to realize the customer’s
order and satisfy its constraints. Therefore it decides to relocate the remaining of the
production order to location B. It also arranges for the already produced parts of location
A to be transferred to a storage room where the parts from location B will also arrive
shortly, in order to complete one whole shipment to the customer.
Further info with respect to the detailed usage of SIA in the latest trials and demonstrators
can be found in Deliverable 8.1.
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6

Summary and Outlook

The future Internet will be highly populated by heterogeneous networked embedded
devices that will further blur the borders of real and business world, empowering us with
new capabilities in creating sophisticated applications. For this to happen, it is of high
importance to be able to find real‐world services that can be dynamically included in
enterprise applications ‐ a quite challenging task considering the application requirements,
technologies and heterogeneity of devices. In that line of thought, we have presented here
an approach that would facilitate this task for developers, allowing them efficiently
discover and integrate device‐based functionality.
We have presented the design of an architecture that can strongly couple the envisioned
Internet of Things infrastructure with enterprise services. The approach is event‐based and
its interaction with external entities as well as internal communication is based on web
services. Theoretically each component could be hosted in different locations. As an
example, parts of the architecture could be running in the cloud offering high‐performance
services, while parts interacting locally with the devices could run even on embedded
systems located at the device layer.
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